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Abstract

Social interactions through online social media have become a daily routine of many,

and the number of those whose real-world (offline) and online lives have become

intertwined is continuously growing. As such, the interplay of individuals’ online and

offline activities has been the subject of numerous research studies, the majority of

which explored the impact of people’s online actions on their offline activities. The

opposite direction of impact - the effect of real-world activities on online actions - has

also received attention but to a lesser degree. To contribute to the latter form of

impact, this paper reports on a quasi-experimental design study that examined the

presence of causal relations between real-world activities of online social media users

and their online emotional expressions. To this end, we have collected a large dataset

(over 17K users) from Twitter and Foursquare, and systematically aligned user content

on the two social media platforms. Users’ Foursquare check-ins provided information

about their offline activities, whereas the users’ expressions of emotions and moods were

derived from their Twitter posts. Since our study was based on a quasi-experimental

design, to minimise the impact of covariates, we applied an innovative model of

computing propensity scores. Our main findings can be summarised as follows: (i)

users’ offline activities do impact their affective expressions, both of emotions and

moods, as evidenced in their online shared textual content; (ii) the impact depends on

the type of offline activity and if the user embarks on or abandons the activity. Our

findings can be used to devise a personalised recommendation mechanism to help

people better manage their online emotional expressions.



3

On The Causal Relation Between Real World Activities and Emotional Expressions of

Social Media Users

Introduction

Online social media play an increasingly significant role in various aspects of

people’s lives. The data collected from online social media have enabled researchers to

investigate behavioral patterns and decision-making mechanisms of users (Khatua,

Khatua, & Cambria, 2019; Mueller, Jay, Harper, & Todd, 2017; Paul & Dredze, 2017;

Thelwall & Stuart, 2019). While actively used for descriptive analysis and predictive

modeling (Althoff, Jindal, & Leskovec, 2017; Kropivnitskaya, Tiampo, Qin, & Bauer,

2017), more recently, online social media have become the focus of systematic

quasi-experimental design studies aimed at establishing causal relations and making

predictions based on the exchanged social content (De Choudhury, Kiciman, Dredze,

Coppersmith, & Kumar, 2016; Saha, Weber, & Choudhury, 2018a). A subset of such

studies investigate the impact of users’ online behavior on their offline activities (Althoff

et al., 2017; Althoff, White, & Horvitz, 2016; Shameli, Althoff, Saberi, & Leskovec,

2017; Stück, Hallgrímsson, Ver Steeg, Epasto, & Foschini, 2017). Fewer studies have

examined the consequences of real-world (offline) activities on users’ actions on online

social media (Branley & Covey, 2017; Falavarjani, Zarrinkalam, Jovanovic, Bagheri, &

Ghorbani, 2019; Kiciman, Counts, & Gasser, 2018).

Overall, the reported studies indicate that cases of mutually reinforcing impact

between users’ online and offline activities can be found. Our work in this paper

endeavors to explore this phenomenon further by specifically focusing on understanding

the impact of users’ offline activities on their online expression of emotions and moods.

Motivation for this work is twofold and can be considered from individual (personal)

and scientific (methodological) perspectives.

From an individual perspective, the ultimate objective is to support individuals in

introspection. People can fairly easily make conclusions about the emotional impact of

their activities, provided that the activity and the change in emotional state are

temporally proximal (e.g., feeling more positive and optimistic after going for a walk).
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However, when it comes to an activity that one practices regularly over a longer period

of time and that may have longer term emotional impact (i.e., impact emotions and

mood over a longer period of time), establishing a connection between the cause and

effect is more difficult. Many would not even realise that a regular activity they have

adopted (e.g., started going to a bar often) or ceased to practice (e.g., stopped regular

travels due to a global pandemic) may impact their emotions and/or mood for a longer

period of time. So, having a technology that would support people in identifying such

patterns of impact could facilitate introspection.

From a scientific perspective, the motive is to facilitate and advance studies of

causal relationships between different life activities and different emotional states by

leveraging people’s digital traces on social media (e.g., status updates and posts). More

precisely, the overarching idea is to propose and demonstrate a trace-based

methodology that enables (i) larger scale studies (compared to traditional ones) of the

causal relations connecting individual’s (real-world) activities and their emotions and

moods; and (ii) more direct insights into people’s activities, emotions, and moods,

instead of or in addition to traditional self reports (e.g., surveys).

In order to analyze both offline and online activities of users, we have extracted a

large dataset that consists of both Twitter posts and Foursquare check-ins. We have

collected data points such that for each user in the dataset, their Twitter posts and

Foursquare check-ins are available. We view the Twitter posts of each user as a

representation of their online actions and their Foursquare check-ins as a depiction of

their offline activities. Based on this dataset, we systematically examine whether

embarking on or abandoning an offline activity has any causal impacts on a user’s

online emotional expressions.

Illustrative Example

Let us illustrate the objective of our study through an example where we use the

information from an actual user but for the sake of anonymity we refer to this user as

@johndoe. Figure 1 visualizes the online behavior and offline activities of @johndoe, as
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Figure 1 . Visualization of the changes in a sample user’s offline activities and emotional

expressions over a period of six months.

observed, respectively, on Twitter and Foursquare. As explained later in the paper, we

have used the Linguistic Inquiry and Word Count model (Tausczik & Pennebaker,

2010) to determine @johndoe’s online emotional expressions, presented in the top row of

Figure 1, whereas venue categories associated with the @johndoe’s Foursquare checkins

have been used to determine @johndoe’s offline activities, depicted in the bottom row of

the same figure. Figure 1 aligns the emotional expressions and offline check-ins of

@johndoe for a period of 6 months in 2016. In the first two months of 2016 (January

and February), based on his Foursquare checkins, @johndoe was consistently focused on

visiting venues related to Arts, Food, and Shopping. However, at Month 3, the user

changed the pattern of their offline check-ins (which we refer to as an interruption) and

oriented towards offline activities related to Night Life, by checking in at venues

including bars, lounges, night markets, and nightclubs. These offline activities began in
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March and constantly continued until June. Therefore, we identify this user as now

actively engaged in a new kind of offline activity, while abandoning the types of offline

activities practiced earlier. Based on this observation, we are interested in

understanding whether the newly adopted offline activity, in this case Nightlife

activities, has had any impact on the user’s online emotional expressions.

As shown in Figure 1, in the first two months of @johndoe’s activities, Positive

Emotions dominated over other emotions. However, after the ‘interruption’ and in the

subsequent months, while the user was engaged with Nightlife activities, the expression

of positive emotions decreased and the intensity of Negative Emotions (anger, sadness,

anxiety) increased. This example could be considered an isolated incident that is not

necessarily a part of a general phenomenon. The objective of our work is to

systematically study such cases under a quasi-experimental design, to see if they can be

generalized across a larger group of users, and for different types of offline activities,

with the ultimate goal of identifying causal relations between offline activities and

online emotional expressions.

Contributions

We are particularly interested in addressing two complementary research questions

(RQs), i.e., whether embarking on (RQ 1) or abandoning (RQ 2) regular real-world

(offline) activities, such as frequently shopping or going to a bar, can have any causal

impact on users’ online emotional expressions. To this end, we have conducted a

quasi-experimental design study to examine and systematically compare online

expressed emotions (Tausczik & Pennebaker, 2010) and moods (Thayer, 1990) of those

users who embark on or abandon different types of real-world activities. The specific

contributions of our work are as follows:

1. We have collected and aligned content from two online social media platforms,

namely Twitter, representing users’ online actions, and Foursquare, capturing

their offline activities;

2. We have analyzed users’ affective expressions within online social media aiming to
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infer the expressed emotions and moods. To that end, we have defined a

computational model for determining users’ dominant emotions and moods, based

on the textual content they shared through an online social media platform over a

period of time;

3. To overcome the fact that in quasi-experimental design studies, such as ours, the

subjects are not randomly assigned to experimental and control groups, we rely on

stratified propensity score matching. In doing so, we have applied an innovative

model of computing propensity scores based on the subjects’ past offline activities,

with the objective of minimizing the impact of covariates.

4. We show that offline activities do in fact impact users’ affective expressions, both

of emotions and moods, as evidenced in their online social content. The impacts

are dependent on whether a user engages in or disengages from offline activities

and are associated with the type of offline activity, as well.

Research Framework

Theoretical Background

The theoretical background of our work includes (1) psychological studies and (2)

computational causal studies.

Psychological Studies. The theoretical underpinning for our work from the

perspective of psychological studies includes the existing literature on the effects of

different offline activities on people’s psychological health and cognitive function. For

example, the literature has reported the impact of (1) active travel (Cerin, Nathan, van

Cauwenberg, Barnett, & Barnett, 2017) on one’s physical and mental health where the

researchers report that active travel could decrease disorders such as depression; (2)

regular exercise (Schuch et al., 2016) on addressing issues of depression and anxiety; (3)

social prescribing where physicians prescribe social activities to improve the health of

their patients, are correlated with positive impact on the patients’ emotional

expressions (Chatterjee, Camic, Lockyer, & Thomson, 2018), and (4) art therapy where
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people participate in art-related activities has shown to benefit people with mental

health difficulties. Art therapy increases levels of empowerment and therefore has the

potential to impact mental health (Macpherson, Hart, & Heaver, 2016).

The literature has also shown that social activities can help seniors reduce social

isolation. A study by Todd et al. (Todd, Camic, Lockyer, Thomson, & Chatterjee,

2017) showed that when elderly adults visit museums, they experience higher levels of

confidence, mental stimulation, and privilege. Such activities were also associated with

increased self-confidence and less anxiety. This study is a part of a broader body of

evidence that engaging in offline cultural activities can reduce the risk of social

exclusion and lead to improved positive emotions. Other offline social activities such as

playing or listening to music can improve mood and cognitive function (Ploukou &

Panagopoulou, 2018). For instance, Hudak et al. showed that piano lessons could have

a positive impact on cognitive functions and mood in adults (Hudak et al., 2019).

Not surprisingly, regular exercise has been associated with positive emotions. In a

meta-analytical review, Falck and colleagues found that regular exercise led to improved

mood in the participants (Falck, Davis, Best, Crockett, & Liu-Ambrose, 2019).

Similarly, Mikkelsen et al. reported that exercises not only led to better mood but

significantly greater mood changes were observed among individuals who had reported

symptoms of depression before engaging in exercises (Mikkelsen, Stojanovska,

Polenakovic, Bosevski, & Apostolopoulos, 2017). Researchers have also indicated that

offline activities such as those associated with pleasurable pastime can help improve

mood and mental health. For instance, Paggi et al. indicated that physical health was

related to leisure activities and leisure activities were related to well-being (Paggi, Jopp,

& Hertzog, 2016; Pressman et al., 2009).

Computational Causal Studies. The other set of studies relevant to our

paper pertains to work that have benefited from computational methods to capture

users’ emotions and moods based on their online actions. Such work are instrumental in

showing that people’s mental health, emotions, and moods can be effectively captured

and studied based on their online actions.
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In the context of mental health, Choudhury and colleagues (Choudhury &

Kiciman, 2017; De Choudhury et al., 2016) have studied the shift from mental illness to

suicide ideation and its relationship to the language used in comments and posts found

on Reddit mental health groups. The researchers leveraged the psychoanalysis content

of anonymous support groups on Reddit as a source of information for an observational

study using a corresponding statistical matching methodology. In (Ernala et al., 2018),

the researchers presented a quantitative methodology for understanding audiences and

their engagement in stigmatized self-disclosures on Twitter. They chose Schizophrenia

as the specific case of self-disclosure and obtained a list of individuals who had publicly

shared their diagnosis of Schizophrenia on Twitter. The researchers characterized the

temporal variation in the audience engagement with the disclosed content and studied

its alignment with respect to what was disclosed. They found that the users and their

followers’ behavior had a significant correlation with the signs of Schizophrenia after the

users revealed their mental illness. Saha et al. (Saha et al., 2018a) studied the

importance of counseling for students who had experienced a deadly incident in college

by evaluating students’ comments from Reddit communities. By contrasting two groups

of students, one consisting of students who had experienced death incidents and others

who had not, Saha et al. found positive psychological effects for counseling. The

common themes between these works includes the use of social content for inferring

causal relations between users’ online expressions and their emotional or psychological

state.

Closely related to the social data used in this paper, i.e., data from Twitter, other

researchers have also benefited from Twitter as a low-cost, large-scale, and rich data

source for quasi-experimental design studies (Paul & Dredze, 2011; Reis & Culotta,

2015). For instance, Choudhury et al. (Choudhury, Gamon, Counts, & Horvitz, 2013)

suggested a family of measures, such as language, emotion, style, and user interaction

on Twitter to describe depression, and thus predict people’s depression states. Murnane

and Counts (Murnane & Counts, 2014) relied on Twitter data to identify distinct

characteristics of those who failed at the end of a smoking cessation process. Des Rice
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and Culotta (Reis & Culotta, 2015) combined a quasi-experimental design with

statistical matching methods to examine the presence of causal relationships between

exercise and mental health (anger, depression, anxiety) among Twitter users. They

found that people who exercised regularly posted fewer tweets expressing depression or

anxiety. Olteanu et al. (Olteanu, Varol, & Kiciman, 2017) conducted a quantitative

analysis of Twitter data to answer some open questions related to the experiences that

users had shared on Twitter and the experiences that they might have mentioned later.

Our work is motivated by the literature on (1) psychological studies, which

suggests that it is possible to find causal relations between users’ activities and their

emotional expressions, and (2) computational causal studies, which demonstrate the use

of social content for modeling user’s offline activities as well as their online actions,

including their affective expressions. However, it distinguishes itself from the work that

explores how online activities impact offline activity (e.g., by Althoff et al (Althoff et

al., 2017) and Stuck et al. (Stück et al., 2017)) by investigating the reverse relation, i.e.,

how offline activities impact users’ online actions. It also differentiates itself from earlier

works that investigated the impact of offline activities on online actions (e.g.,

(Falavarjani et al., 2019; Kiciman et al., 2018)) by specifically focusing on changes in

users’ online expression of emotions and moods as a result of differing offline activity

patterns.

Research Questions

Our objective in this paper is to systematically investigate whether people’s offline

activities impact their online affective expressions. We investigate this within a causal

framework to find any potential cause-effect relations. To this end, we adopt and define

computational models for two notions of affection: (1) emotions (Tausczik &

Pennebaker, 2010), with the focus on a user’s positive and negative emotions, and (2)

moods that are considered through a user’s level of arousal and valence, as proposed in

(Thayer, 1990). We aim to understand whether changes in users’ offline activities can

cause changes in their expression of emotions or moods. As such, this leads to our two
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main research questions (RQs):

RQ 1: Does, and if so, to what extent, embarking on or abandoning an offline activity

impact a user’s online emotions?

RQ 2: Does, and if so, to what extent, embarking on or abandoning an offline activity

affect a user’s online moods?

We will view each research questions as two sub-research questions, namely RQ

1.1 and RQ 1.2 as well as RQ 2.1 and RQ 2.2. The first sub-research questions, i.e., RQ

1.1 and RQ 2.1, investigate cases when the users embark on an offline activity, while the

second sub-research questions, i.e., RQ 1.2 and RQ 2.2, explore situations where the

users abandon an offline activity.

Research Methodology

Our research questions imply a strictly causal model for examining the relation

between people’s offline and online activities. Quasi-experimental design studies have

been increasingly used to estimate the effect of diverse factors in the context of online

social media (Austin, 2011) and are considered a reasonable and appropriate alternative

to studies with complete random assignment of subjects (Rubin, 1974). As such, we

conducted a quasi-experimental design study. Its main elements, described in detail

below, include: (1) the dataset, (2) the experimental group (3) the control group, (4)

the matching process for causal inference, and (5) the outcome variables.

Description of the Dataset

We gathered Twitter posts to represent the online behaviour of the users and

Foursquare check-ins to record their offline activities. These information items were

collected for the period from October 2014 to April 2017. To match users across the two

social media platforms, we used information from the Swarm application. This

application, initiated by Foursquare in May 2014, enables users to share places they

visit on Twitter and Facebook based on Foursquare venues. According to a recent

comprehensive empirical analysis of the Foursquare network by Chen, Hu, Zhao, Xiao,
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and Hui (2018), Swarm and Foursquare had around 60M monthly active users (51.07%

male, 41.43% female, and 7.50% undisclosed), compared to 330M monthly active users

on Twitter. Among all Swarm users 56.76% shared their locations on Twitter/Facebook.

By using Swarm, we were able to find users who were active both on Twitter and

Foursquare and match their IDs across the two social media platforms by looking for

users who posted their Foursquare check-ins on Twitter using the Swarm application.

During the data gathering process, we retained only those users who had Swarm

check-ins in at least 10% and at most 50% of their tweets, to make sure (1) for each

user, we had enough check-in data and (2) there were enough other content published

by users on Twitter. If a user did not meet these conditions we would eliminate them

from the dataset to open storage space for new users who would meet the criteria. We

also removed users who tweeted in languages other than English. Our final dataset

comprised data for 17,220 users whose Twitter and Foursquare posting activity met the

stated requirements. We would like to note that the findings in this paper are

generalizeable to the extent that it reflects the activities of those users who are active

on Twitter, post check-ins on Foursquare and use the Swarm application.

After downloading tweets using the Twitter API, we obtained venue IDs from

tweets linked to the Swarm application. The venues, where the users checked in, were

then collected using the Foursquare API. Foursquare divides venues into ten high-level

venue categories as described in Table 1.

Figure 2 depicts the monthly and overall distribution of locations in our dataset.

Our observation was that over time, check-ins from Swarm and Foursquare increased.

Furthermore, our examination of the distribution of check-in numbers over the

examined period showed that check-ins in the Food category were the most common,

whereas check-ins in the College & Education category were the least frequent.

The fact that our data are collected over a three year time period makes our data

unbiased towards a specific topic or sporadic user behavior. Our dataset includes 17,220

users, 48,672,327 Tweets and 4,332,705 check-ins. Therefore, in terms of size, our

dataset is comparable to the datasets used in similar studies in this area such as the
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Table 1

An overview of Foursquare venue categories and sub-categories.

Venue Category Number of Sub-

categories

Sample Subcategories

Arts & Enter-

tainment

64 Amphitheater, Bowling Alley, Karaoke,

Movie Theater

College & Edu-

cation

38 Classroom, Education, Law School,

Medical School, Sorority House, Stu-

dent Center, University

Event 12 Conference, Festival, Line / Queue, Pa-

rade, Sporting Event

Food 334 BBQ, Diner, Food Court,Hot Dogs,

Kebab

Nightlife 24 Bar, Brewery, Night Market, Nightclub

Outdoors &

Recreation

107 Bridge, Canal, Forest, Lake, Play-

ground, River

Professional 105 Business Center, DistributorFactory,

Government, Industrial Estate, Labo-

ratory

Residence 5 Assisted Living, Home, Housing Devel-

opment

Shops 172 Adult Boutique, Batik Shop, Carpet

Store, Department Store, Gift Shop

Travel 53 Border Crossing, Cruise, Travel, Tar-

get, Hotel, Light Rail, Moving, Road

dataset described in (Stück et al., 2017), which was collected from a commercially

closed platform, and the Twitter dataset used in (Garimella, Morales, Gionis, &

Mathioudakis, 2017), among others. It should be noted that all identifiable information

on users were anonymized during the data collection.

Control and Experimental Groups

In our research, the Experimental Condition (EC)1 is described as engagement in

(EC1) or abandonment of (EC2) an offline activity. An experimental group consists of

1 Experimental condition is by some referred to as treatment, and experimental group as treatment

group



14

Figure 2 . Temporal distribution of user check-ins (left) and the total number of

check-ins per venue category (right) in the collected dataset.

users exposed to a particular experimental condition. Each of the two experimental

conditions are studied in the context of Foursquare venue categories, as classified and

provided by Foursquare and shown in Table 1.

EC1 Experimental condition: Embarking on an Offline Activity. For

the EC1 experimental condition where a user embarks on a new offline activity, e.g.,

starting with frequent Nightlife activities, in order to form the experimental group for

each venue category, we recognized and chose those users who did not have any

check-ins in venues of the specific venue category of interest for a period of two months

(Pre-Experimental period). For example, in the case of the Nightlife venue category, we

required that the user did not have any check-in in any venue of the Nightlife venue

category for two months. In the second time period (Experimental period), the users

would exhibit a change in their offline activities and start frequenting venues related to

the venue category of interest, e.g., Nightlife. We define frequent visits as at least one

check-in per week in the same venue category over a two month period (Experimental

period). To continue with the example of the experimental group for Nightlife, those

were the users who had not visited any venue in the Nightlife venue category for two

months (Pre-Experimental), based on their Foursquare check-ins, and who during the

next two months (Experimental period) visited such venues at least once a week. In the
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final two months (Post-Experimental period), we study the effects of the experimental

condition on the users’ online affective expressions based on their posted tweets.

Therefore, our observations of each user is done over a six month time period.

EC2 Experimental condition: Abandoning an Offline Activity. A

similar strategy was adopted for the second experimental condition. In particular, in

case of the EC2 experimental condition, we ensured that the users chosen for the

experimental group had checked-in continuously at the locations of the respective venue

category at least once a week over a period of two months (Pre-Experimental period).

After that, the users would discontinue checking in at such venues and would have no

check-ins at such venues for a period of two months (Experimental period). We

gathered our data from Foursquare check-ins, and used the users’ tweets to determine

their online affective expression during the two months of the Post-Experimental period.

Similar to EC1 experimental condition, our observations of each user were done over a

six month time period.

Control Group. To form the control group for the EC1 experimental condition,

we identified and selected those users who did not have any check-ins for a period of four

months (Pre-Experimental and Experimental periods) in venues related to the venue

category of interest. So, for example, the control group for Nightlife activities would

consist of those users who had not been to any venue in the Nightlife venue category for

four months (Pre-Experimental and Experimental periods) based on their Foursquare

check-ins. Likewise, for each experimental group associated with the EC2 experimental

condition, we ensured that the users chosen for the corresponding control group had

checked-in continuously at the venues of the respective venue category at least once a

week over a period of four months (Pre-Experimental and Experimental periods).

Stratified Propensity Score Matching

In a quasi-experimental design study, such as ours, the subjects are not randomly

assigned to experimental and control groups. To alleviate this and assure the validity of

the conclusions, our experimental methodology aims at diminishing the effect of
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confounding variables through the use of statistical matching. We adopt the

stratification on the propensity score method (PSM) (Saha et al., 2019) conditioned on

pre-experimental offline activities, in order to eliminate any confounding variable that

could yield uncertain results.

To perform stratification based on propensity scores, we computed propensity

score for each user based on their observable offline activities before the experiment.

The rationale for that was multifold:

1. it is not possible to reliably access typically used confounding variables, such as

sex and age, from social media platforms as users often do not report such

information in their profile and in cases when they do, it is not guaranteed that

such information is reliable;

2. our objective is to observe changes in users’ offline activities and thus should select

those users who have similar past offline activities in order to be able to observe

possible changes in the future as a result of an experimental condition; and

3. we hypothesize that similarity in offline activities stems from deeper processes

such as thoughts and/or personality of the user. As such by finding similar users

in terms of offline activities, we are hoping to identify the users who have such

similarities in their deeper processes and hence can be used to get matched

against each other.

We should also highlight that the choice of stratified propensity score method was

primarily motivated by the fact that our users were not matched based on explicit

confounding variables but rather through their observed offline activities. Hence, a

collective view on the behavior of users with similar offline activities placed in

comparable strata would provide a more reliable basis for comparison across control and

experimental groups.

Computing Covariates and Stratification. In our study, we consider all

tractable offline activities of each user before the interruption as covariates in order to

match those users who had check-ins in the same venues during the Pre-Experimental
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period. We use a one-hot encoding representation in order to convert the check-in

information of the users into values that could serve as the input to machine learning

algorithms. We create a vector of venues for every user to represent the locations visited

by the user. The elements of this vector represent each of the Foursquare venue

categories. For each user, we have vector H = h1, ..., hn where hi is 1 for a given user if

the venue category i appears in the user’s timeline of check-ins prior to the experiment,

and 0 otherwise. We consider this vector as a feature vector for every user to find the

probability of being in the experimental group and calculate the propensity score. The

propensity score is estimated using an average perceptron learning

algorithm(Choudhury & Kiciman, 2017; Freund & Schapire, 1998).

The perceptron algorithm starts with an initial zero prediction vector v = 0. It

predicts the label of a new instance x to be y′ = (v.x). If this prediction differs from the

label y, it updates the prediction vector to v = v + yx. If the prediction is correct then

v is not changed. The averaged variation of the perceptron algorithm stores more

information during training and then uses such elaborate information to generate better

predictions on the test data. The information maintained during training is the list of

all prediction vectors that were generated after each mistake. For each such vector, it

counts the number of iterations before the next mistake is made, which is considered to

be the ‘weight’ of the prediction vector. To calculate a prediction, the binary prediction

of each one of the prediction vectors is computed, all of which are aggregated through a

weighted majority vote.

Based on the estimated propensity scores for all users in the sample, we sort the

sample and split it into K sub-classes (strata). The key condition for successful

stratification is to keep the range of propensity scores constant within each stratum

(Cochran & Chambers, 1965). As such, the number of strata plays an important role.

Based on the method proposed in (Benjamin, 2003), we identified ten strata to

effectively balance covariates in our dataset.

Furthermore, it is essential to have indistinguishable covariate distributions in

experimental and control groups to ensure that any changes in the outcomes can only
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be attributed to the fact that one group was exposed to the experimental condition and

the other group was not. Hence, we evaluate the balance of covariates to ensure that we

matched statistically comparable experimental and control users. We calculate the

standardized mean difference (SMD) in the experimental and control groups across

covariates. According to the literature (Kiciman et al., 2018), two groups are regarded

as balanced if SMD is smaller than 0.2 for all covariates. Figure 32 shows the

cumulative count of the number of covariates with associated SMD value. Each

covariate in Figure 3 represents a venue category from Foursquare and all covariates in

matched dataset respect the condition of having SMD lower than 0.2. We find a

significant drop in the mean SMD from 0.32 in the unmatched datasets to 0.03 in the

matched datasets for EC1 experimental condition (embarking) and a significant drop in

the mean SMD from 0.28 in the unmatched datasets to 0.03 in matched datasets for

EC2 experimental condition (abandoning).

Figure 3 . Standardized Mean Difference (SMD) for the covariates, as a measure of the

quality of the matching process.

Defining and Measuring the Outcomes

In order to quantify users’ affective expressions, we used two widely adopted

computational methods for detecting emotions and moods based on textual content.

2 Data related to Figures 3, 5-10 are included in the online supplemental material.
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The purpose of using two computational methods was to rule out the possibility of

influence from the computational measurement tool used for quantifying moods and

emotions from online content. We describe each method in the following.

Emotionality. To identify users’ emotions, as expressed in online textual

content, similar to prior work (Birnbaum, Ernala, Rizvi, De Choudhury, & Kane, 2017;

Saha et al., 2019; Saha, Weber, & Choudhury, 2018b), we rely on the psycho-linguistic

aspects of affect. In particular, we use the well-validated Linguistic Inquiry and Word

Count (LIWC) lexicon (Tausczik & Pennebaker, 2010). LIWC is a text analysis

program that counts words in psychologically meaningful categories. Empirical studies

have demonstrated LIWC’s ability to detect meaning in a wide variety of experimental

settings, including detection of attentional focus, emotionality, social relationships,

thinking styles, and individual differences (Tausczik & Pennebaker, 2010). Validation

studies done by Kahn, Tobin, Massey, and Anderson (2007) suggest that LIWC is a

valid method for measuring verbal expression of positive (amusement) and negative

(sadness) emotions. Golder and Macy (2011) used LIWC to identify positive and

negative affect in millions of Twitter messages, aiming to identify individual-level daily

and seasonal mood rhythms in cultures worldwide. Furthermore, LIWC has been

extensively used in studies similar to the current one (Dutta, Ma, & De Choudhury,

2018; Tan, Friggeri, & Adamic, 2016; Wu, Tan, Kleinberg, & Macy, 2011). On the other

hand, some study results indicate that dictionary-based emotion analysis may not be

sufficient to infer true emotional states of social media users. For example, Beasley and

Mason (2015) examined how frequencies of positive and negative emotion-related words

from the LIWC dictionary relate to a ground truth measure of positive and negative

emotion, by analysing posts of several hundreds of Twitter and Facebook users. Their

study revealed statistically significant though very weak correlations. Accordingly, even

though LIWC has been used and validated in prior research, we have to acknowledge

that, due to the intricate nature of the human language, dictionary-based tools, such as

LIWC, are context sensitive and thus we cannot claim that counts of emotions-related

words and true emotions are connected in the context of the current study. This is a
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limitation of our work that we turn to in the Limitations section.

The LIWC categories adopted in our study include Positive affect, Negative affect,

and three subcategories of the latter namely Sadness, Anxiety, and Anger. Note that

LIWC does not define subcategories of the Positive affect category. We process every

tweet through LIWC to find the degree to which each of the LIWC subcategories used

in our study is present in the given tweet. On this basis, we measure the monthly

presence of different subcategories for each user as follows:

oiθ(u) =
∑
t∈mi

u
θ(t)

|mi
u|

(1)

where user u is one of the members of the experimental or control groups and mi
u is the

set of the user’s tweets in month i. θ stands for one of the LIWC subcategories and θ(t)

is the outcome of that subcategory for tweet t. oiθ(u) is the percentage presence of

category θ in the tweets of user u in month i. For instance, o1
Anger(u)is the percentage of

the LIWC’s Anger subcategory in the tweets of user u in Month 1, whereas o2
Sadness(u)

shows the percentage of LIWC’s Sadness subcategory for user u in the second month.

To compute the outcome value for the overall Post-experimental period, we average

monthly values of LIWC-based metrics for Emotionality (Equation 1) for each user in

the experimental and control groups. As such, it is important to note that measures of

emotion as captured by oiθ(u) represent the average of the emotions computed by LIWC

based on a user’s tweets in the examined period of time. Hence, the outcome shows the

dominant emotion expressed by the user in that time period.

Moods. With regards to users’ mood, we adopt the two-dimensional Thayer

model (Thayer, 1990). The Thayer model views moods as affective states strongly

related with psychophysiological and biochemical components. In this model, the

essence of emotional experience consists of valence, which refers to the pleasurable or

displeasurable aspect of feelings and arousal, which stands for the degree of energy

(Faith & Thayer, 2001). All moods in Thayer’s model are defined by a unique

combination of valence and degree of arousal, and as such located in a 2 dimensional

spatial structure, as shown on Figure 4. For example, fear is a negatively-valenced,

high-activation feeling, while serenity can be characterised as having positive valence
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Figure 4 . Thayer’s circumplex model based on (Thayer, 1990)

and low-activation (Faith & Thayer, 2001).

In order to detect changes in moods of individuals based on the Thayer model, we

use the Affective Norms for English Words (ANEW) lexicon (Stevenson, Mikels, &

James, 2007) and its extended version (Warriner, Kuperman, & Brysbaert, 2013). We

use the ANEW lexicon to find the monthly averaged expression of valence and arousal

in each user’s tweets. We find the valence and arousal for each tweet by calculating the

average of these metrics across all words in the tweet. Therefore, the monthly average

for each metric, per user is calculated as follows:

P i
ϕ(u) =

∑
t∈mi

u
ϕ(t)

|mi
u|

(2)

Similar to Equation 1, u is a member of the experimental or control groups,

whereas mi
u is the set of tweets of user u in month i. ϕ stands for ANEW subcategories,

arousal and valence, and ϕ(t) is the outcome of that category for tweet t. So, P i
ϕ(u) is

the average of category ϕ for user u in month i. It is important to point out that similar

to emotions, the outcome measured for moods, i.e., P i
ϕ(u), is the average mood observed

for user u in a given time period. Therefore, while the user may have expressed a range

of moods in their tweets, the outcome will consider the average frequency of these

moods for the user; hence, representing the predominant mood in that time period.
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Measuring Changes in the Outcomes. For measuring the effect of

experimental conditions, we have adopted the Relative Treatment Effect (RTE), as a

suitable measure in the context of our study (Lu, Zhang, & Ding, 2019). An alternative

measure such as Absolute Treatment Effect (ATE) would not be applicable since the

emotions and moods considered in the study tend to differ in the frequency of online

expression (e.g., expressions of positive emotions tend to be more present in tweets than,

for example, expressions indicative of sleepy or calm moods). We first determine the

RTE in each stratum per outcome, as a ratio of an outcome measure in the experimental

group to that in the control group (Khatua et al., 2019; Saha et al., 2019). After that,

we acquire the mean RTE per outcome measure by using a weighted average across the

strata. RTE greater than 1.0 indicates that a particular type of offline activity had a

positive effect and that the outcome has effectively increased in the experimental group.

While, relative treatment effects lower than 1.0 indicates the opposite.

Results and Findings

We report our findings organised around the two groups of measured outcomes:

emotionality and mood. We note that all of our findings reported in this section are

statistically significant (with a p− value < 0.001) when comparing experimental and

control groups per venue category for the measured outcomes, e.g., valence, arousal,

anger, anxiety, among others, over the Post-Experimental period, using a two-tailed

t-test.

First Set of Experiments: Emotionality

In this set of experiments, our objective is to compare the emotions expressed by

individuals in the experimental group to those expressed by the control group.

RQ 1.1: Engaging in an Offline Activity (Experimental condition EC1).

We first investigate to what extent engaging in various offline activities has an impact

from an affective perspective. Figure 53 presents RTE on the emotions, as derived from

3 The violin plots in this paper show the RTE amount on the Y axis and relevant categories on the X

axis. The shape of the plot indicates the distribution of RTE around a particular point. RTE higher
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Figure 5 . The distribution of RTE for EC1 (Embarking) and Emotions as the outcome.

online posts using LIWC. The figures show that depending on the venue category,

engaging in an offline activity can lead to positive or negative impacts on the users’

emotions.

Finding 1. We find that EC1 associated with Nightlife and College & Education venue

categories exhibit the highest degree of impact on negative emotions. Within the

College & Education venue categories, undesirable emotions such as Anger, Anxiety or

Negative Emotion, in general, increase while Positive Emotions are reduced. A similar

than 1 means positive effect (an increase in the outcome value) and RTE lower than 1 means negative

effect (a decrease in the outcome value).
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pattern can be observed for those ‘exposed to’ Nightlife venues. In this case, negative

emotions also increase. Sadness is the emotion that most prominently increases as a

result of engaging with Nightlife venues.

Finding 2. Contrary to the Nightlife and College & Education categories, venues

associated with Food, Shopping, Outdoor & Recreation, and Travel tend to increase

positive emotions and to decrease negative emotions. Venues associated with Food

proved to be especially effective in reducing Anxiety, while Outdoor activities and

Shopping decrease signs of Sadness the most. Activities associated with Travel also

reduce expression of negative emotions such as Anger, Anxiety, and Sadness, while

leading to expressions of Positive Emotions in the experimental group.

Finding 3. Our findings show that Professional activities lead to an increase in the

undesirable emotions, whereas the expression of Positive Emotion by the experimental

group is reduced.

RQ 1.2: Abandoning an Offline Activity (Experimental condition EC2).

Figure 6 depicts our findings on how abandoning a frequent offline activity tends to

impact users’ emotions.

Finding 4. We observe that abandoning offline activities associated with Food,

Outdoors & Recreation, Shopping, and Travel leads to an increase in undesirable

emotions. Among the venue categories, Shopping and Travel are the two with the

highest impact on the expression of Anxiety by the experimental group. Abandoning

activities related to Food leads to increased expression of negative emotions in general,

and particularly affects the Sadness subcategory. Disengaging from venues related to

Outdoors & Recreation also increases undesirable emotions but to a lesser extent

compared to the other three venue categories.

Finding 5. The findings additionally indicate that abandoning offline activities related

to College & Education, Nightlife, and Professional activities leads to an increase in the

expression of Positive Emotions by the experimental group. Additionally, disengaging

from venues associated with College & Education leads to a reduction in Sadness

whereas discontinuing Nightlife activities has the highest impact on lower expressions of
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Figure 6 . The distribution of RTE for EC2 (Abandoning) and Emotions as the outcome.

Anger, which is similar to findings associated with Professional activities.

Second Set of Experiments: Moods

In the second set of experiments, our objective is to understand the impact of

different categories of offline (real-world) activities, in the context of the two types of

experimental conditions introduced earlier, on the changes in the participants’ mood, as

expressed in their online posts. Having adopted the Thayer model of moods (Thayer,

1990), we examine moods through two dimensions: valence and arousal, where the

valence measures how pleasant a mood is, while the arousal dimension measures the
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intensity of a mood.

A popular representation of the Thayer model is through a circumplex, where the

dimensions of arousal and valence form the axes of the circumplex, while different

moods fall within specific areas of the circle (shown in Figure 4). We use this circumplex

model to represent and examine the changes in moods of the participants, manifested

via the textual content they shared on Twitter, for the two experimental conditions.

Figure 7 . The distribution of RTE for EC1 (Embarking) and Moods as the outcome.

RQ 2.1: Engaging in an Offline Activity (Experimental condition EC1).

Using the valence-arousal circumplex model, we first investigate the relationship

between embarking on a new type of offline activity and online expression of moods. We
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report our findings by visualizing the distribution of RTE on mood dimension in our

sample in Figure 7 and by presenting the circumplex model in Figure 8.

Finding 6. Consistent with our observations on emotions, we observe that offline

activities associated with Food, Outdoors & Recreation, and Travel venues have highly

positive impact on both arousal and valence (Figure 7). The highest positive change in

arousal and valence values is associated with the engagement in activities related to

Food venues. Specifically, we find that actively engaging with Food related venues has

the highest positive impact on the users’ mood that, according to Thayer’s model, could

be characterised as being more peaceful and relaxed (Figure 8). While not that

impactful, Outdoors & Recreation as well as Travel venues also move users towards

moods associated with calmness.

Finding 7. Contrary to the above, our findings show a decrease in the values of arousal

and valence caused by initiating activities related to Nightlife, Professional, and College

& Education venue categories. Among all the venue categories, embarking on Nightlife

activities leads to the greatest decline in the values of valence and arousal. Thayer’s

circumplex model shows that when starting frequenting College & Education or

Profession related venues, the participants’ mood expression tend to shift towards

boredom.

Finding 8. When contrasting the impact of embarking on offline activities on emotions

and moods, we find that while Shopping related activities lead to an increase in positive

emotions, such activities do not have the same strong impact on moods. Figure 7 shows

a small positive impact on valence and arousal.

RQ 2.2: Abandoning an Offline Activity (Experimental condition EC2).

We measure the outcomes related to the values of arousal and valence when the

experimental group abandons certain offline activities. As is depicted in Figures 9 and

10, our findings show the reverse pattern (to the one observed for the EC1 experimental

condition) when users abandon activities related to different venue categories.
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Figure 8 . Valence and arousal measures of experimental and control groups in

pre-experimental and post-experimental time periods for EC1.

Finding 9. We find that abandoning a frequent offline activity related to College and

Education, Nightlife or Profession tends to lead to an increase in the values of arousal

and valence. The changes are the highest for activities related to the College &

Education venue category. According to Thayer’s model, we observe that after

abandoning activities related to Nightlife, users’ moods are more closely associated with

calmness, which is similar to the effects of disengaging from venues related to

Professional activities. We also observe a similar trend associated with College &

Education venues where abandoning such venues leads to moods associated with higher

degrees of calmness.
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Figure 9 . The distribution of RTE for EC2 (Abandoning) and the Moods outcome.

Finding 10. We additionally observe that when abandoning offline activities associated

with Travel, Shopping, or Food, the moods of the users in the experimental group

decrease in terms of valence and arousal, though such changes are not as large as for the

other venues. Furthermore, abandoning offline activities that are associated with the

Outdoors & Recreation venue category showed to negatively impact both valence and

arousal values, moving those in the experimental group towards the mood of boredom.
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Figure 10 . Valence and arousal measures of experimental and control groups in

pre-experimental and post-experimental time periods for EC2.

Discussions and Conclusions

Summary of Findings

We summarize the findings of our experiments in Figures 11 and 12 by visualizing

the relative treatment effect of both embarking on (EC1) and abandoning (EC2) offline

activities on emotions and moods, respectively. In the figures, darker red colors indicate

stronger negative impact, whereas darker green colors indicate stronger positive effect.

The white color, representing a relative treatment effect of 1, indicates no effect. The

two figures clearly depict how users’ emotions and moods are impacted depending on

whether they embark on or abandon an offline activity conditioned upon the type of the
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Figure 11 . Relative Treatment Effect (RTE) for the Emotions outcome and the two

experimental conditions: (a) embarking and (b) abandoning.

offline activity.

In short, we find that actively engaging in or abandoning a frequent offline activity

leads to changes in users’ online affective expressions. These changes are consistently

observed in our study based on both emotions and moods. As such, we conclude that

users’ offline activities do have causal impact on the way users express their emotions

and moods on online platforms. While existing literature from the psychology domain

already indicates that engaging in different forms of life activities can cause changes in a

person’s physical or psychological state (Chatterjee et al., 2018; Jarrett et al., 2012;

Stathopoulou, Powers, Berry, Smits, & Otto, 2006), we have shown in this paper that

such changes are translated and reflected in the way individuals communicate with

others online and how they expresses emotions and moods on online social media.

Let us now circle back to the original motivation for this work, as laid out in the

Introduction section. The findings confirm our contributions both from the individual

(personal) and scientific (methodological) perspectives. From an individual perspective,
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Figure 12 . Relative Treatment Effect (RTE) for the Moods outcome and the two

experimental conditions: (a) embarking and (b) abandoning.

the established causal connections between individuals’ offline activities and their

emotions and moods expressed on online social media platforms, can serve as the basis

for providing users with insights about the emotional impact of their offline activities

thus facilitating self-reflection and self-regulation of one’s activities. This is particularly

relevant in situations when such a connection is not obvious, e.g., when emotions and

moods are temporally distant from the activities causing them, or when an activity is

causing an emotional effect different than the often expected one (e.g., our finding that

activities associated with the Nightlife venues have a high impact on negative

emotions). From a scientific perspective, we have demonstrated that the proposed

trace-based methodology can be used for studying causal relationships between life

activities and emotional states of social media users. This does not only open

opportunities for large scale studies of the impact of real-world activities on emotions

and moods, but also provides inspiration for scaling up similar types of studies.
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Limitations

It is important to acknowledge that this work could have been impacted by

threats to validity, both internal and external. From an internal validity perspective,

one could argue that the reliability of the causal relations identified in this study is

dependent on the degree to which co-founding variables have been controlled. Unlike

studies that adopt a strict propensity score matching process over a set of identified

confounding variables, we adopt an alternative strategy as suggested by (Choudhury &

Kiciman, 2017). We perform stratification based on propensity scores without reliance

on typically used confounding variables such as sex, age, or occupation, but rather by

computing propensity scores based on the observable user behavior before the

experiment. This was done because demographic variables could not be identified from

social data, nor were available on Twitter or Foursquare. Furthermore, considering the

specific focus and objectives of our study, we find users’ similarity based on their offline

activities preceding the experiment to be relevant for matching. Another potential

threat relates to the way we capture emotions and moods, which is primarily based on

the counts of emotion bearing words in the text. As acknowledged in the methodology

section, even though LIWC has been widely used for the detection of different kinds of

psychological states, emotions included, it is a dictionary-based tool and thus has the

limitation of being context agnostic. In particular, given that emotion-bearing words are

sometimes systematically used for purposes other than emotion expression (e.g., "happy

birthday", "I would be happy to help"), it is realistic to expect that emotions-related

words would not reflect a person’s true emotions in all contexts of their use.

From an external validity perspective, it is possible to argue that population

validity is a consideration in our study. We have selected a range of venue categories

from Foursquare; however, there is no guarantee that the venue categories are not

mutually exclusive or correlated. For instance, it might be possible for those users who

are travelling to start dining at restaurants because they do not have access to a home

kitchen. We note that our stratified matching process controls for this to some extent

since users are matched based on their check-in sequences in the past; so, if a user starts
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to dine at restaurants because they were traveling, then such a user would be matched

against another user with a similar check-in pattern. Therefore, even though the

correlation between venue categories is not explicitly captured, it is accounted for in the

matching process.

The other aspect of the external validity of our experiments relates to the way

users were selected for the study. We have ensured that only those users who made

frequent check-ins, were considered in our experiments. While we had practical

considerations for this decision, we recognise that our findings are generalizable to the

extent to which this inclusion criteria is valid. The practical reason for this limitation

was the bursty check-in activities of some users who would check-in at many venues for

a few days and then would not check-in at all for a long period of time. Such users

would negatively impact our analysis. However, our specific condition of having frequent

and distributed check-ins could have excluded those users who had regular check-ins but

not in the form expected by our inclusion criteria. Another potential limitation relates

to how users, especially those in the experimental groups, were selected. It is possible

that a user included in the experimental group, who has started regular check-ins at a

certain venue did not do so necessarily because he/she has taken up that activity, but it

may be due to this person accepting a new job in that venue, e.g., a new employee at

the gym. While this may be possible, we believe that the likelihood of this type of

incident happening is quite low especially considering the fact that users are less likely

to consistently check-in on Foursquare from the places of employment.

Concluding Remarks

This paper has reported on an extensive quasi-experimental design study that

examined the causal relation between real-world activities of social media users and

their affect-related online expressions, that is, emotions and moods the users expressed

in online shared textual content. To this end, we have applied a unique methodology

that combined (i) the creation of a curated dataset that aligned users’ real-world

activities, obtained from Foursquare check-ins, to their online affective expressions,
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originating from the users’ Twitter posts; (ii) theoretically-grounded computational

methods for extracting indicators of the expressed emotions and moods from the users’

online social posts; (iii) the use of stratification on propensity scores coupled with an

innovative model of propensity scores computation, which assures validity of findings of

a study, such as ours, when traditionally used confounding factors (e.g., sex, age,

occupation) are not available. Our findings indicate that real-world activities do have

impact on the online expressed emotions and moods. Furthermore, the type of impact

differs depending on the type of offline activity and whether the user is engaging in or

abandoning it.
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