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Abstract

Existing work in the literature have shown that the number and quality of product ratings and
reviews have a direct correlation with the product purchase rates in online e-commerce portals.
However, the majority of the products on e-commerce portals do not have any ratings or reviews
and are known as cold products £90% of products on Amazon are cold). As such, there has been
growing interest in generating reviews for cold products by selectively transferring reviews from
other similar yet warm products. Our work in this paper focuses on this specibc problem and gen-
erates reviews for cold products through review selection. Similar to existing work in the literature,
our work assumes a relationship between product attribute-values and the reviews that products
receive. However, unlike the literature, our method (1) is not restricted to the exact surface form
of a product attribute name; and, (2) can distinguish between the same attribute expressed in dif-
ferent forms. We achieve these two important characteristics by proposing methods to learn neural
product representations that capture the semantics of product attribute-values as they relate to
user reviews. More specibcally, our work olers {) an approach to learn neural representations
of product attribute-values within a shared embedding space as product reviews;i{) a weighted
composition strategy to develop product representations from the representation of its attributes;
and, (i) a review selection method that selects relevant reviews for the composed product repre-
sentation within the neural embedding space. We show through our extensive experiments on bve
datasets consisting of products fromCNET.com and movies from rottentomatoes.com that our

method is able to show stronger performance compared to several baselines on ROUGE-2 metrics.
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1. Introduction

Online shopping is becoming an indispensable part of the modern lifestyle. Access to a variety
of competing products from a single point of entry makes online shopping convenient and desirable.
In addition to convenience, online shopping platforms enable their users to share their experiences
by writing product reviews. This facilitates product purchases by allowing users to make informed
decisions. Several studies have reported that product reviews have a direct impact on product
conversion rates, i.e., the likelihood of purchase after viewing the product [6, 12]. For instance,
Askalidis et al. [6] found that when product reviews were available for a product, the likelihood of
product purchase increased by 270%. This is even more signibcant than targeted product adver-
tising. As another example, a recent study showed that 97% of customers make their purchasing
decisions on the basis of product reviews such that they read between one to ten reviews before
making a purchase [29].

Given the importance of product reviews on product conversion rates, the research community
has extensively explored ways in which product reviews can be analyzed and understood. For ex-
ample, researchers have already worked on measuring product review sentiments [1, 42], identifying
various aspects of product reviews [3, 21], performing review summarization [5] as well as using
reviews when making product recommendations [35], just to name a few. However, the challenge
with product ratings and reviews pertains to their availability over a range of products. Studies
have shown that the availability of ratings and reviews for products follow a long-tail distribution
[2]. In other words, there is only a very small fraction of products that has received user ratings or
reviews while the vast majority of the other products are not rated or reviewed. The products with
an acceptable number of ratings or reviews are often known agarm or popular products while the
rest of the products are referred to ascold products.

In order to address this limitation, one of the popular strategies for manufacturers or online
retailers is to solicit reviews from professional product reviewers. These professional reviewers
often receive product samples ahead of time and publish their independent opinion online, which
can help cold products receive more attention. However, in light of the fact that over 80% of
products present in online retail websites such as Amazon areold [27], it is practically infeasible
to solicit reviews for all such products. As such, an alternative strategy is to generate potential

product reviews for a given cold product by inferring its relation to similar warm products. While
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Table 1: A Sample MP3 Player Specification.

Attribute | Manufacturer | Product Flash Mem- | Diagonal Battery Supported
Type ory Size Digital
Audio Stan-
dards
Value Apple Digital Integrated 3.5in Lithium lon | AAC, Audi-
Player 64 GB recharge- ble, AIFF,
able player | MP3, WAV
battery-
integrated

not as reliable, the process of generating potential product reviews can alleviate the cold product
problem.

The basis for existing work that explore ways to generate product reviews is based on the
hypothesis that the more two products share similar attribute-values with each other, the more
likely it would be for the users to develop a similar perception of these products. These attributes
could include product brands, manufacturers, specibcations, and date of release, among others.
Based on this hypothesis, the work by Park et al. [32] is among the strongest work in this area that
employs product specibcations to bnd similarity between warm and cold products and selectively
retrieves review sentences from the warm product to be assigned to the cold product. Their model
is based on a translation-based information retrieval model, which assumes that the specibcations
of the cold product are an input query and the search space includes the reviews of similar products.
While elective for products with popular and well-known attributes, such a model fails to selectively
retrieve appropriate reviews when there is a vocabulary mismatch between product attributes and
the words used to refer to them by the users.

Let us further elaborate on this through an example MP3 player product shown in Table 1.
In the context of this example, work similar to that of Park et al. consider each of the product
attributes as query words in order to identify appropriate reviews. However, when looking at
the reviews that are available for the example MP3 player, one can see that many of the product
attributes are not explicitly mentioned in the review while being implicitly referenced. For instance,

when referencing battery quality, a reviewer can write ‘the player runs for days on end without



charging’ without mentioning the battery explicitly. Such sentences will not be retrieved and
sampled by existing work. On the other hand, there are also other cases when the product attributes
do appear in the review but not with the same semantics. For instance, consider a review such as
‘I also use it with the Creative Hard Case, which adds thickness, but it’s still very pocketable, and
the integrated kickstand is a plus.” With existing work in the literature, the word OintegratedO in
the review has the possibility of being matched with the same word in the specibcation of the MP3
playerOs Rash memory.

As such models that rely specibcally on product specibcations suler from (1) the inability
to retrieve suitable review sentences that have expressed important relevant information but in
dilerent terminology, and (2) the retrieval of semantically unrelated review sentences that have
been expressed using homonymous words. The objective of our work in this paper is to address
these two main limitations of existing work in the literature. These limitations are primarily due to
the focus of existing work on thekeyword-based representation of product specibcations and reviews.
As such, we propose a method that would learn product representations that go beyond keywords
and captures the semantic relations between product attribute-values and reviews throughsoft
matching. More specibcally, we propose a method that embeds products and their reviews within
a shared multidimensional space where each product will have a dense vector representation and
will be placed in the context of the reviews that are most similar to it. In order to learn product and

review embeddings, we benebt from the strong literature on neural embeddings in deep learning

[4].

1.1. Research Objectives and Contributions

The objective of our work in this paper is to selectively sample reviews from warm products
such that they can be used to generate a potential review for a given cold product. To this end,
we address the limitations of existing work that treat products and their specibcations through a
keyword-based approach by capturing the relation between product attribute-values and product
reviews by learning neural embedding-based representations for them such that their relationships
are maintained in vector space. In order to do so, we propose to represent each product attribute-
value by the reviews of all the products that have such an attribute-value in their specibcation. The
hypothesis of our work is that while such context would inevitably consist of review sentences that

pertain to other attribute-values of the products, but given these review sentences are selected
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from all the products whose main point of commonality is the attribute-value under considera-
tion; therefore, the context will have a higher chance of capturing information about that specibc
attribute-value compared to other attribute-values. We benebt from this developed context to
learn embedding-based representations for reviews and product attribute-values. Now given a cold
product, we employ the embedding-based representation of its attribute-values to infer a repre-
sentation for the product, which would then be used to identify the most related reviews already
embedded in the vector space.

More specibcally, the main contributions of our work can be enumerated as follows:

1. We propose a model for generating reviews for cold products by selectively sampling reviews
from related products without explicitly considering keyword representation of product at-
tributes;

2. We derive product attribute-values and review representations using neural embeddings such
that those attribute-value representations that are perceived similarly by the users in their
reviews are embedded closer to each other as well as closer to their related reviews within
the embedding space;

3. We propose a method to infer the product representation of a cold product based on the
embedding representation of its attribute-values, which can then be used for identifying the
most relevant and appropriate reviews to be selected;

4. We perform extensive experiments on bve real-world datasets collected from tl&ET . com and
rottentomatoes.com websites and compare our work with the state-of-the-art approaches
and demonstrate that our proposed approach is able to outperform existing approaches in

terms of ROUGE-2 metrics.

While there is already work, as we will cover in the next section, that perform the task of review
selection, our work in this paper distinguishes itself by o'ering several innovative aspects. The prst
novelty of our work is that it associates product attribute-values with product reviews and hence
learns the impact of each attribute value on the overall view of the users for the product. The
second distinguishing novelty of this work is that our proposed approach learns how to integrate, in
a weighted form, the impact of the set of attribute-values of each product when selecting reviews.
In other words, it learns the importance of each attribute-value in the context of other attribute-

values. Finally, the proposed approach olers an approach to learn neural representations for
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attribute-values and product reviews in the same space, which facilitates seamless retrieval of

reviews for any given product.

2. Related Works

In this paper, we aim to address the problem of generating reviews for cold products. In
this section, we will focus on reviewing related works that have worked on dilerent aspects of cold
products. There are two main aspects that have been studied by the related work of addressing the
cold product problem: rating prediction and review prediction. The overall strategy for addressing
the cold start problem has been to consider as much auxiliary information as possible [10, 34,
50], such as product purchase or view interactions, product specibcations, or knowledge graph
data, to make up for the lack of ratings or reviews. In more recent work, some authors have
considered using deep learning based techniques to encode product interaction information along
with product side information to build product recommendation systems that can be used for
cold products. For instance, in our earlier work [35], we have proposed a method, which utilizes
unstructured side information such as reviews and product descriptions, as well as transactional
information in order to build unigque representations for users and products. Wei et al. [43]
have proposed a framework to predict product ratings, especially for cold products. They brst
use a Stacked Denoising AutoEncoder (SDAE) to learn product representations from product
specibcations, which is then used to measure the similarity between cold and warm products. The
obtained representations are then incorporated into a time-aware collaborative bltering framework,
namely timeSVD++ [16], in order to make rating predictions.

Given the fact that it is hard to identify ratings or reviews for cold products, many researchers
have opted to exploit product specibcations of products to handle the cold product problem;
however, Zhu et al. in [52] argue that the employment of product specibcations for cold products is
not the most e"cient strategy. To remedy the problem, they propose a recommendation framework,
where product attributes are employed in the context of active learning methods in recommender
systems. They brst pre-train a rating prediction model based on usersO historical ratings and
product attributes to learn user preferences over product attributes, which represents the Oa priori®
perception of users about product attributes. For any new cold product and for a specibc user,

a rating is predicted based on a priori perception of that user about the attributes of the cold



product.

Other authors have considered using a broader range of auxiliary information when handling
cold products. In such cases, the use of graph-based representation of products and their auxiliary
information has been more common [37, 38, 45, 48]. This is particularly because graphs are able to
represent the relations between dilerent entities and their attributes and are robust against sparsity
and cold start cases [18]. For instance, in the context of the point of interest (POI) recommendation
task, Xie et al. [45] have proposed a graph embedding-based approach, which exploits various
auxiliary information such as temporal and geographical information. They exploit four bipartite
graphs to encode the relationships between the dilerent auxiliary information. Inspired by the
LINE method [40], they embed the four heterogeneous information graphs jointly into a shared
low-dimension space and represent every user, time slot, geographical region, and POI into a unique
vector. Given a user, a time slot, and the current location, the POI with the least distance to them
is selected to be recommended to the user. Similarly, in order to utilize various types of auxiliary
information, Shi et al. [37] propose to model dilerent product information in a Heterogeneous
Information Network (HIN). They propose a random walk strategy over the predebned meta-
paths in HIN to obtain meaningful node sequences. Each meta-path provides a representation for
nodes by adopting a network embedding method. The resulting representations by each meta-
path are further fused to generate a unique representation for users and products. Finally, those
representations are incorporated into a matrix factorization model to make recommendations.

The authors in [13] have also considered the idea of meta-paths and proposed to incorporate
the mutual impact of meta-paths and user-product interactions by creating a three-way interaction
structure in the form of user, meta-path context, and product. To construct a meta-path based
context, they propose a priority sampling strategy to select high-quality path instances. Then a
deep neural network with a co-attention mechanism is proposed, which leverages the meta-path
based context and learns representations for users, products and the meta-path context. The
learned representations of user, meta-path context, and product triples are employed to predict
product ratings.

Rating prediction task has also been investigated in the context of the product opinion mining,
where the sentiments of reviews (either in general or in dilerent aspects of products) are extracted.

Techniques for opinion mining are most elective when a reasonable number of products are available



and would perform poorly when the number of reviews is low. To address this problem, Moghadam
et al. [27] have proposed the Factorized LDA model, which is a probabilistic graphical model based
on LDA. It assumes that, in addition to products, users also can be modelled by a set of latent
factors. These latent factors are learned using the reviews of all the products that exist in a certain
product category, e.g., smartphones. This would include both cold and warm products. For cold
products, a priori distributions for each category as well as the rating distribution of the target
user or the a prior rating distribution of all users (if the user is also cold) is used to predict ratings.
Yang et al. [46] later extended FLDA to take the hierarchy of the product category into account.
This approach, known as CAT-LDA, models products in both generic and specialized categories.

While the majority of related studies have been performed for the rating prediction task, there
are only a limited number of papers, which address the cold product problem in the Peld of review
prediction. The work in [32] is among the only ones that explicitly focuses on the task of review
prediction. This work presents probabilistic retrieval approach for selecting relevant sentences from
warm yet similar products for cold products. The authors model the problem of review generation
as a generative model that estimates product specibcations given a set of product reviews. Given
a cold product, this method scores every candidate review sentence as long as the sentence satisbes
some predebned criteria, the most important of which is the keyword-based occurrence of the
product attribute keywords in the review sentence. The generative model proposed in this work
is based on a translation model, which causes it to be sensitive to similar keywords that appear in
product specibcations and product review sentences. This sensitivity to keywords can impact the
retrieval of semantically-similar yet syntactical dissimilar review sentences as discussed earlier in
the Introduction section of this paper. We have summarized comparison between the related work
in Table 2. While there is only the work by Park et al. that explicitly addresses the problem of
review prediction, the authors argue that text summarization techniques could be used to predict
reviews. In their paper, they adopt such techniques as baselines. We adopt a similar strategy in
this paper as well where we adopt such techniques to produce relevant reviews for products for
the sake of benchmarking our proposed approach. More details of these methods are provided in
Section 5.3 as they are our comparative baselines.

Our proposed method in this paper moves beyond the merely shared keywords between product

reviews and product specibcations when capturing the similarity between products and reviews.



Table 2: A comparison between related work that address the Cold Product problem.
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We believe that the representation of each product attribute should not be limited to its syntactic
keyword representation but should rather be represented based on how the attribute relates to
relevant reviews and other product attributes. To this end, we propose to learn neural-based
representations for product attribute-values that are embedded in the same space as reviews. This
allows us to use the neural representation of product attribute-values and product reviews to

systematically select appropriate reviews based on a cold productOs attributes.

3. Approach Overview

The objective of our work is to generate/predict reviews for cold products by selectively re-
trieving reviews from warm products. Our work relies on Pndings from earlier work, which state
that the similarity of structured product specibcations (attributes) is a strong indicator of product
similarity [32, 35]. On this basis, our work relies on product specibcations to identify and retrieve
relevant reviews. In essence, this is the same basis for which earlier work such as [32, 19] operate.
However, as mentioned earlier, the work in the literature is limited by only focusing on keyword rep-
resentation of product specibcations. In our work, we propose an approach for learning embedding
representations for product attribute-values and product reviews to address this limitation.

Our work is based on one main hypothesis, which is that reviews of a product are generated
by the users according to the performance of the product with respect to the various attributes
of the product. For instance, reviews that complain about a product being heavy are targeting
the weight attribute or reviews that say positive things about image quality are referring to the
camera on the product. Based on this hypothesis, our method will selectively retrieve reviews for
a cold product based on the attributes that it has. In essence, it will retrieve reviews from other
similar yet warm products that have similar attribute-values. For instance, for a cold smartphone
with an 8 MP camera and 8 Gb of memory, it will Pnd other warm camera products with similar
specibcations and will select reviews from such products.

In order to achieve this, we brst need to make product attribute-values comparable with each
other. To do so, we learn neural embeddings for product attribute-values. We associate each
attribute-value with the set of all reviews that are written for products with that attribute-value.
This will generate a document for each attribute-value. We then use document embedding tech-

niques over the collection of all attribute-value documents as well as reviews to learn representations
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Figure 1: The overview of our proposed approach.

for attribute-values and reviews.

Now, given a cold product, we identify the attribute-values that the cold product has and use
the corresponding already learnt representations for these attribute-values to build an embedding
representation for the product. This embedding representation can then be employed to retrieve
the set of reviews that are closest to it in the embedding space.

The overview of our proposed approach is shown in Figure 1. In the brst step and in order
to be able to learn embedding representations for product attribute-values and product reviews,
we brst construct contexts for attribute-values by associating them with product reviews. Given
it is not clear what portions of each review are associated with a certain product attribute-value,
it would not be possible to build attribute-value contexts by only considering reviews on those
attribute-values. As such, we opt to build context for each product attribute-value by associating
that attribute-value with all of the reviews that are written for products that have this specibc
product attribute-value. For instance, the context for the product attribute-value OFlash Memory
= Integrated 64GBO will be the reviews for all those products that have this product attribute

and this specibc attribute value. This approach for building context can introduce noise because
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reviews for each product contain information about various attributes of a product. However, our
hypothesis is that when reviews for all products whose only commonality is the specibc attribute-
value of interest are aggregated, the most frequent aspects of the aggregated text would be about
the attribute-value of interest.

Once the context for each attribute-value is built, we will use this representation to learn an
embedding based representation. Our work is inspired by methods for the neural embedding of
documents. As such product attribute-values and reviews will be embedded in the same embedding
space and will be comparable to each other. Considering the fact that we can only assume that
the only available information for a cold product is its specibcation, we can use the embedding-
based representation of the attribute-values of each cold product to derive a representation for the
product. The derived product representation will be in the same embedding space as attribute-
values and reviews and therefore would be rather straightforward to select reviews for the derived
product representation according to similarity within the embedding space.

In the following, we will introduce our approach in more detail.

4. Proposed Approach for Review Selection

The main novelty of our work is to learn embedding representation for products and reviews
within the same embedding space so that reviews can be electively sampled based on their vicinity
to the product representation. We view the representation of a product as the collective represen-
tation of its individual attribute-values. Therefore, we focus on learning embeddings for product
attribute-values and then using these to select appropriate reviews. In our work, the process for
learning attribute-value and review representations is anoffline process that needs to be completed
only once for a product corpus with its associated reviews. The o#ine process will build the em-
bedding representations for product attributes-values and reviews. These representations are then
used in the online process for deriving product representations and for selecting relevant reviews.

We will brst describe how product attribute-values are embedded (o#ine phase) and then
subsequently explain our strategy for choosing appropriate reviews (online phase) for cold products.
In order to better describe the methods proposed in this paper, we oler a simpliPed running
example with a limited number of reviews and attributes as follows: let us consider a sample

product in the camera category namely OCanon PowerShot SX10 ISO. For this running example, we
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Table 3: A sample review set for the running example.

ID The Review

RO This camera provides an attractive option for megazoom shooters.

R1 Shock proof, water proof, big range of built-in shooting settings.

R2 It has a unique tap control.

R3 This camera produces soft photos.

R4 No HD movie capture or raw support.

R5 Horrible picture quality!

R6 This camera, for the price, is the camera that ends all cameras.

R7 Speedy performance with solid battery life.

R8 Articulating LCD; comfortable shooting design; can zoom during movie capture.

focus on four attribute-values of this product such as OManufacturer:CanonO, OType:Digital Camera-
CompactO, OResolution:10 MegapixelsO, and OVideo format:H.2640. We also consider some sample
reviews for this product as shown in Table 3, which have been assigned with IDs which are referred

to in the following subsections.

4.1. Offline Phase: Product Specification and Review Representations

Researchers have already explored various ways of developing product representations, primar-
ily based on word co-occurrence and word frequency using methods such as TF-IDF or BM25 [11].
However, the major assumption of such representation methods is that product reviews are abun-
dantly available for products and hence product representations can be learnt based on product
reviews [8, 9, 49]. Such methods have shown good performance on dilerent tasks; however, they
cannot be applied to cold products. Alternatively, other works [23, 39, 44] have explored the use
of topic modeling techniques to learn product aspects from across the product review corpus. The
limitation of such work is that it becomes di"cult to identify the correspondence between specibc
product attributes and the aspects learned using the topic model. In fact, there may not be a one-
on-one match between aspects and product attributes in practice. For instance, several attributes
of a product might be considered to form one aspect, which might be suitable for some products
(e.g., display and camera on a cheap Smartphone) and not for others (e.g., display and camera on
a Professional HD Video Camera).

As such in our work, we are focused on learning individual product attribute-value representa-
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Figure 2: The neural architecture used for learning attribute-value embeddings.

tions, which could be applied to dilerent products. Our intention is for the product attribute-value
representations to be insensitive to the exact use of attribute-value keywords but rather be able

to capture the semantics of the attribute-values and their relation with product reviews. In the
context of our running example, we intend to have a representation space that places the attribute-
value OResolution:10 MegapixelsO close to the review R0:OThis camera provides an attractive option
for megazoom shooters.O and far from R5:OHorrible picture quality!O.

For this purpose, we adopt a neural embedding strategy, akin to the Continuous Bag of Words
(CBOW) model [26], to learn product attribute-value representations specibcally because neural
embeddings have shown to preserve interestingeometric properties as well as compositionality
[25, 47, 15] that can be used for measuring the semantic association between embedded objects.
This characteristic of neural embeddings will allow us to (1) semantically reason about the relation
between product attribute-values and product reviews, and (2) compose product representations

from the individual product attribute-value embeddings.
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4.1.1. Building Context for Product Attribute-Values

In order to be able to learn product attribute-value embeddings, we will brst need to build
context for the attribute-values based on which the embeddings will be learnt. Our objective is to
learn comparable product attribute-value and product review representations. To this end, we will
embed both the reviews as well as attribute-values in the same embedding space. We build context
for product attribute-values by associating each attribute-value with the corresponding reviews of
all the products that consist of this attribute-value. For instance, in our running example, we
aggregate reviews of each product with the attribute-value OResolution:10 MegapixelsO to create
the context for the attribute-value OResolution:10 MegapixelsO.

Formally stated, given an attribute-value pair ( a,v) for attribute a and value v, the reviews of
all products whose specibcation consists of(v) will be aggregated:

1
Context (g, = review(P;) Q)

(a,)! Spec(P,)
where P; is the i*” product in the category, and SpecP;) is the set of P;Os attribute-value pairs.

The context for (a,v), denoted asContext , ., will consist of reviews that are not necessarily
exclusively related to (a,Vv) because all reviews for products with &,v) are aggregated. However,
we hypothesize that while there will be noise from reviews that are related to other attribute-values,
but the way we aggregate the reviews increases the likelihood of those reviews that are abouat, /)
to be repeated more frequently and hence become the dominating aspect of the representation
for (a,v). For instance when (a,v) is OResolution:10 MegapixelO, we collect all reviews of camera

products with the resolution 010 Megapixel® and aggregate them to form the context for this, ).

4.1.2. Joint Embedding of Attribute-Values and Reviews

The model that we adopt for learning the embeddings is inspired by [17] and assumes that the
attribute-value along with a set of context words can be used to predict the next word that will
appear in the context. Similar to the CBOW model [26], we learn vector representations for every
attribute-value as well as every word in its context such that the average of the attribute-value
vector and the word vectors can predict the next word in the context. The architecture of the
neural network used for learning attribute-value embeddings is presented in Figure 2.

Formally speaking, let v; be the unique vector for wordt, and v, denote the vector for the

associated context of attribute-valuea. Context words in the example of Figure 2 include Excellent,
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Sound and Beautiful. The probability of t + 3 (Screen in Figure 2) conditioned over the context is

characterized by a softmax function as follows:

exp(Vi5-Va)

P(t+3]a) = (2

exp(v,#.v,)

w=1
wherev't'+3 is the output vector representation learnt for t+3 and W is the size of the vocabulary
in the reviews. Now, we learn the network parameters $ by maximizing the conditional probability

over the whole review collection. Therefore, we have

LI I—
$% = argmax p(W;|w,)
wi! T we! C(a)
| ' (3)
= argmax log p(w;|w,)
wi! T we! C(a)

where $® is the optimized network parameters, C(a) is the set of context words ofa, and T is a
randomly sampled set of training words from the set of all words inW drawn for the purpose of
negative sampling [25].

Now in order to learn joint representations for both reviews and attribute-values, the corpus
used for training the above neural network needs to consist of two sets: (1) a set representing
attribute-value contexts; and (2) the set of all product reviews independent from the attribute-
values. In order to allow the network to consider both sets, reviews and attribute-value contexts
are specibed by unique identibers, representing review and attribute-value IDs corresponding to
node a in Figure 2. Based on this corpus, not only would the attribute-values have corresponding
embedding representations, but the reviews will also have embedding representations in the same
embedding space as attribute-values. An illustration of such an embedding for our running example
is shown in Figure 3. As mentioned earlier, our goal is to make representations that maintain the
semantic relations between attribute-values and reviews. So, based on Table 3, R7 and R8, which
discuss Canon-related features such as Ospeedy performance® and Ocomfortable shooting design®
are expected to be close to the representation of the OManufacturer:CanonO attribute-value. Also
RO (Oprovides an attractive option for megazoom shootersO) should be close to the Oresolution:10
MegapixelsO attribute-value and R3 (Oproduces soft photos®) would be close to the Oresolution:4

MegapixelsO attribute-value.
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Figure 3: Joint representing the sample reviews and attribute-values. Review points correspond to reviews in Table

3.
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Figure 4: Product representation (PR) based on attribute-values representations.
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RIAL PR

type:Compact |

© review points [ attribute-value points

Representation of product P attribute-value points of P's specification

Figure 5: RO, R7, and R8 are the most related reviews to the product P (point PR).

4.2. Online Phase: Product Representation and Review Selection

Existing works in the literature on neural embeddings have already considered ways in which
multiple embeddings can be integrated. These include concatenation where the embeddings are
stringed together or averaging where the element-wise averaging is used to build the new vector.
In the context of our work, we use the product attribute-value embeddings to derive a product
representation such that the embeddings for the attribute-values of a product are taken into ac-
count. The composition of attribute-value embeddings to form a product vector has some specibc
characteristics that need to be taken into account: (1) dilerent products have a dilerent set of
attribute-values and the number of attributes that each product can have might also diler. As
such the use of the concatenation approach would not be appropriate as it will generate product
representations that have dilering lengths. (2) not all attributes of a product have the same im-
portance for the users and hence computing the average of the attribute-value embeddings that
assumes that all attribute-values have the same importance is not suitable in this context.

To address these two considerations, we propose to perform a weighted element-wise averaging
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strategy formalized as follows: 1
WE Vs
kl{ 17"7|
vp = o 4
Wi
R L AR

where P; is the cold product of interest, A is the set of attributes, Vsik indicates the embedding
representation for P;Ok!" attribute-value pair and w;, shows the weight of thek!” attribute. We

will discuss later that the weights of attributes can be learnt based on a cross-validation strategy.
Figure 4 shows the obtained representations for the example product OCanon PowerShot SX10 ISO
based on the attribute-values representations, i.e., OManufacturer:CanonO, OType:Digital Camera-
CompactO, OResolution:10 MegapixelsO and OVideo format:H.2640.

The advantage of this product representation is that it (1) benebts from the compositionality
of attribute-value embeddings, (2) overcomes the limitation of keyword-based models that require
exact matches between product specibcations and product reviews and (3) captures attribute
importances when deriving product representations, (4) allows products with dilerent attribute-
value sets to become comparable, and Pnally (5) places products within the same embedding
space as the product reviews. We specibcally benebt from this last characteristic of the product
embeddings to select appropriate reviews for a cold product.

Given the fact that products are represented in the same embedding space as reviews, we
will consider the vicinity of a review to a product as a measure of itsrelevance for serving as a
review for the product. In our work, the relevance of a review to a product is measured based on
the cosine similarity between their embedding representations. We rank order reviews based on
their relevance and generate the bnal review for a cold product based on the top-k highly relevant
reviews.

We can see in Figure 5, for the sample product in the running example that reviews RO, R7 and
R8 are suitable as the review candidates because they are the most related reviews to the product of
interest. So, we would have the generated review for the cold product as OSpeedy performance with
solid battery life. Articulating LCD; comfortable shooting design; can zoom during movie capture.
This camera provides an attractive option for megazoom shootersO. We note that this is not the
actual review generated for this product but is rather based on the simpliPed running example.
Section 6 will provide a discussion on the real reviews generated by our model and qualitatively

compare it with the other baselines.
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Table 4: Attributes adopted from CNET.com and rottentomatoes.com for digital camera, MP3 player and movie.

Digital Camera MP3 Player Movie
Manufacturer Manufacturer Genre
Product Type Product Type Director
Resolution Digital Storage Writer
Digital Video Format Flash Memory Installed Year
Image stabilizer Built-in Display B Diagonal Size

Lens System D Type Battery / Power D Battery

5. Experimental Setup

In this section, we present the datasets used to perform our experiments. We also formally
introduce the metrics used to measure the performance of our approach against other baseline

techniques. We will introduce the baseline techniques employed for comparing our work.

5.1. Datasets

Our proposed approach relies on the structured specibcation of products. One of the better
domains that our approach can be adopted is e-commerce. In comparison with a domain like
movies, products in e-commerce are capable of being described in detail by their specibcation. As
such, any e-commerce platform that contains customer reviews and the structured specibcation
of products can be used for our task. Inspired by the work by Park et al. [32], we adopt the
CNET.com website in our experiments. CNET.com contains several product categories, descriptive
texts and specibcations for its commercial products, as well as customer reviews on the products.
As suggested by Park et al. [32], we obtained reviews available in two product categories, namely
Digital Cameras and MP3 Players. The data for these categories were crawled from CNET on
February 22, 2012. We also selected a dataset from the rottentomatoes.com website, which is a
movie review aggregator database that also contains structured specibcations of movies. Dataset
5 contains criticsO reviews and other relevant content from the top rental playing movies that are
available on NetRix for the interval of January 1, 2000, to May 30, 2016. The movies are selected
from the documentary-based genre. For each dataset, we adopted the top most frequently available

attributes for products in each dataset as shown in Table 4.
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Table 5: The Statistics of the Five Datasets.

Dataset Name Dataset 1 Dataset 2 Dataset 3 Dataset 4 Dataset 5
Description MP3 Players | MP3  Play- | Digital Cam- | Digital Cam- | Movies, Doc-
in general | ers products| eras in gen-| eras products| umentary
(warm) with less than | eral (warm) | with less than | based gen-
10 reviews 10 reviews| res, critics
(cold) (cold) reviews
Number of prod- | 605 418 1,153 855 385
ucts
Number of users 5,735 1,060 7,506 2,394 1,326
Number of reviews | 6,775 1,157 8,856 2,503 6,467

As mentioned earlier, our proposed approach is based on neural embedding of product attribute-
values and hence can be sensitive to the volume of available review data. To investigate the
performance of our work under various review volumes, we adopted two datasets in addition to
the datasets suggested by Park et al. According to the depbnition of the cold products proposed
by Moghaddam et al. [27], we consider every product with less than 10 reviews in each category
as cold products, which form the two additional cold datasets. Since in the movie dataset, most of
the movies had received a large number of reviews, unlike the CNET dataset, we did not divide

this dataset into two. Table 5 outlines the details of the bve datasets.

5.2. Evaluation Metrics

To evaluate the performance of our method, the actual reviews of the test products are excluded
from the training data. During testing, the generated reviews for test products are compared with
the actual ones. This task is similar to the evaluation of summarization techniques, because our
proposed review selection approach is similar to the extractive summarization task [28, 30]. As
such we can adopt commonly used metrics for the summarization task in this context. Metrics for
evaluating summarization techniques are based on common n-grams between the actual review and
the selected one. ROUGE metrics are widely used in the summarization literature and hence we
adopt them for our purpose. To do so, we assume the reviews generated by our proposed approach

are the generated summaries and the actual reviews on the product are the reference summaries.
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Table 6: The Notation Glossary.

—

The candidate sentence

I\

The product of interest

<

The product from which the candidate sentence {) is derived

P
=
=)

8

The translation product

Specibcation of producti

Number of attributes for the products

Si
F
R

The review set

ROUGE-2, which is one of the most reliable metrics for evaluating the quality of a summary [20,

31], is then used in our evaluation. This metric works based on bi-gram matching and is debned

as follows:

Count,,q:cn(bigram)

_ bigram!rs—l
ROUGE?2 —recall = =—] -
Count(bigram)
bi Lr
Count,,,q:cn(bigram)
bigram!rs—l
Count(bigram)

bigram! s

()

ROUGE 2 — precision

where s refers to a system-generated review; and refers to the reference review.Count,,;ch

denotes the number of common bi-grams betwees and r. In cases where several reference sum-

maries are available, ROUGE takes the maximum obtained from the reference summaries. So, we

consider the maximum value overr, , wherer; is the i reference review.

It is worth mentioning that for the estimation of the performance of summarization systems, a

common approach is to evaluate the generated summaries at a maximum length of K words against

the reference summaries. Summaries that exceed the size limit will be trimmed down. Since the

average length of existing reviews in our datasets is 162, we chose two values for K, i.e., 100 and

200. These values have also been used by the baselines [32] as well. Therefore, we evaluate our

work by comparing the top 100 and 200 words of the selected reviews with the actual reviews in

terms of the ROUGE-2 metrics.

22



5.8. Baseline Techniques

Generating reviews for new products is an emerging area of research where there are a few
works in the literature that consider retrieving relevant sentences for e-commerce products. In this
section, we introduce these approaches, which are used as baseline approaches in our experiments.
For the sake of readability, we summarize the notation used to introduce the baseline approaches
in Table 6. In the following, we provide a brief introduction of these baseline techniques and
summarize them in Table 7.

QL: The query likelihood (QL) language model approach [33] is a standard ad-hoc retrieval

method that was adopted as the Pbrst baseline. The score function in QL is computed as [32]:

f—11
score(t; R, S.) = p(w]t) 6)

k=1w! szk

where s, ;. is the set of words in the k" attribute-value pair in S,. Here, p(w|t) denotes the
probability of the presence of the specibcation word in the candidate sentence, which follows the
unigram language model [32].

MEAD: As the second baseline, we use a standard centroid-based multi-document summa-
rization technique, namely MEAD, proposed by Radev et al. [36]. In this method, each review

sentence receives a score on the basis of the centroid scores according to the following equation:
score(t; R) = w.C; + w,0; (7

where C; is the centrality of sentencet and computed by the sum of the centroid scores of the
words int, and O; is a position score, which assigns higher scores to the review sentences emerging
earlier in a document (review). The centroid score of a word is its TF-IDF value in the corpusR,

and w,. and w, are weights forC; and Oy, respectively. O; is computed as follows:

_(n-i+1)

O = o

(8)

wheren is the number of sentences in the document, is the position of the sentence in the review,
and C,,.. IS the maximum centroid score in the review.
MEAD-SIM: MEAD selects review sentences on the basis of the centroid score of senterice

without considering any attributes of the product. Park et al. proposed this modibed version of
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Table 7: Descriptions of the Baseline Approaches.

Method

Citation

Description

QL

Ponte et al.[33]

Query likelihood language model, which scores sen

tencet based on the similarity betweent and the spec-

ibcation of P,.

MEAD

Radev et al.[36]

Centroid-based summarization technique for multi-
document summarization. The method scores review
sentences on the basis of their centrality and position

in the document.

MEAD-SIM

Radev et al.[36]

T

Modibed version of MEAD, which scores a review sen
tence on the basis of its centrality and of the similar-
ity between products.The centrality score is computed

based on MEAD algorithm.

TR-SIM

Mihalcea et
al.[24], Mallick et
al. [22]

Modibed version of TextRank algorithm, which scores
a review sentence on the basis of its centrality and of
the similarity between products. The centrality score

is computed based on the PageRank algorithm ove

the sentence graph.

RevSpecGen

Park et al.[32]

Based on a probabilistic generative model wherein

each sentence from reviews of a product brst gener

ates its specibcations. The generated specibcations

then generate the query specibcations.

Translation

Park et al.[32]

Based on a generative probabilistic model in which a
selected review sentence will generate the review set
of all products, which will be used as the translation

of the review. The selected review sentence and each

of the generated review sets jointly generate a possi
ble specibcation for a relevant product related to the

selected review.
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MEAD, by adding the similarity between two products Py and Pz, as follows:
scorg(t; Sy;R,Sz) = SIMp(Py,P2)C; (9)

where SIMp (Py, P z) determines the similarity between two products, on the basis of cosine sim-
ilarity of their structured specibcation.

RevSpecGen: A common approach in information retrieval is the query likelihood model [7],
which assumes that a document generates a query. On the basis of this model, RevSpacGen and
the next baseline are the probabilistic approaches proposed in [32], which generate a specibcation
of the product (Sz) from a candidate sentencet via a generative story. The generative story of
the RevSpecGen is: a candidate sentende which is for product Py, generatesRy”*, denoting the
reviews for producty except fort. Then, t and Ry* are used to jointly generate the specibcations

for y, indicated as Sy. Then Sy generates the query specibcatiolsz.

score(t, R,", SR, Sz) o< p(t, Ry, Sy[S:)

_ P(S:[S,)p(Sylt, Ry*)p(Ry¥[1)p(t)
p(S:)

o P(S:[Sy)P(Sylt, Ry)P(R 1)

(10)

In other words, in this scenario, t is scored based on the similarity between product$®z and
Py; the similarity between Py and t and Ry”*, which is computed based on the similarity of their
comprising words. The similarity betweent and Ry”* is computed based on the TF-IDF cosine
similarity of their content.

Translation Model: This is a generative model proposed by [32] where candidate sentente
of a product Py generates each review set of all products, which is employed as the translation tof
The review sentencet and each of the generated review set®Rx, jointly generate tOs specibcations

Sy; and Sy generates specibcations d®x, Sx, and the query specibcationsSz.

score(t,S;; R, S;) < p(t, Sy|S;)
1
_ P(S:ISy) g prz P(S2Sy)P(Sylt, R2)P(R:[t)p(t)
) p(S.) (11)

x p(S:|Sy) P(S:[S,)P(Sy|t, R2)P(R:|t)
B Pz
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where P % refers to the set of all products except foiP z. In other words, in this scenario, t is scored
based on the similarity betweent and Rx; the similarity between Py, t, and Rx; the similarity
between productsP z and P x; and the similarity between products Pz and Py.

TR-SIM: Besides the MEAD summarization approach, we examined another summarization
method for selecting review sentences. TextRank is a strong and popular graph-based ranking
algorithm for the summarization task proposed by Mihalcea et al.[24] and later used by Mallick et
al. [22]. It works on the basis of a sentence graph in which each node represents a sentence and
each edge denotes the similarity of the corresponding nodes. In the TextRank approach, when one
node links to another one, it is basically casting a vote for that node. The higher the number of
votes cast for a node, the higher the importance of that node. This is the basis of the PageRank [14]
algorithm as well. So the centrality of the sentences in the TextRank algorithm,R;, is computed
on the basis of the PageRank score of the corresponding nodes in the sentence graph.

While MEAD-SIM selects a review sentence on the basis of the centroid score of the sentence,
i.e., C; and the similarity between two products Py and Pz, TR-SIM scores sentences based on

the rank of the sentenceR; and the similarity between two products Py and P z as follows:
scorg(t; Sy;R,Sz) = SIMp(Py,P2)R; (12)

where SIMp (Py, P z) determines the similarity between two products, on the basis of cosine sim-

ilarity of their structured specibcation.

6. Evaluation Results and Findings

In this section, we evaluate the performance of our work in comparison with the baseline
methods on the Pve datasets collected from CNET.com and rottentomatoes.com. We randomly
selected 50 products from the dataset and excluded them as well as their reviews from the training
set. These products are then used in the test set. For the preprocessing task, i.e., stopword removal,
tokenization and stemming, we used the natural language toolkit provided by the NLTK library

in Python.

6.1. Training time

One of the important questions in building the product and review representation models

is to see how these representations are updated with new data. There are two main types of
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representations introduced in the proposed approach, review representation and attribute-value
representation. Both representations are generated on the basis of the reviews in the systems
where new reviews are constantly received. It is also possible for new attribute-values to emerge
in product attributes. In order to build representations for new reviews and attribute-values, as
well as updating the older representations, we need to retrain the model. Table 8 reports the time
required for training the EbRS model on our bPve datasets. As seen in the table, the required time
of EbRS is quite small, due to the highly scalable nature of neural embedding methods. Therefore,
it is feasible to re-learn the reviews and attribute-value representations on a periodic basis. Here,
we also discuss the training times of the other competitive baselines, i.e., Translation, MEAD-SIM
and TR-SIM. Due to the high amount of probabilistic computations in the Translation model, we
had to distribute the training over 40 cores. Nevertheless, it took from 2 to 8 days to complete
the training process depending on the size of the dataset. Due to the big dilerence, We did not
include the Translation model training time in the table. We also report the training times of the
MEAD-SIM and TR-SIM in this table which are quite short in comparison with the Translation
model but still, we can see that these baselines are slower than EbRS.

Here, it is worth mentioning that the main factor which alects the training time of EbRS is the
size of the training corpus introduced in Section 4.1. The corpus comprises two types of documents,
reviews and attribute-value contexts. Referring to Table 5, Dataset 3 has the highest number of
reviews and the highest number of products. The higher the number of reviews is, the higher the
number of review documents in the training corpus would be. A higher number of products implies
a higher number of attribute-values and this results in a higher number of attribute-value contexts.
As we see in Table 8, Dataset 3 has the highest training time among other datasets. Similarly, it
is understandable that Dataset 2 with the lowest number of reviews and products has the lowest
training time. Overall, the running time of the proposed method is quite short and scalable to

large datasets.

6.2. Model Tuning

One of the aspects of our proposed method which can alect the performance of the review

selection process is the vector size of the embeddings. In our experiments, we examined various

1The reported times are based on 2x2.7GHz Eight-Core Intel Xeon Processor with 20MB Cache-E5-2680 with
256GB of memory running Ubuntu 16.
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Table 8: Time required for training EbRS, MEAD-SIM and TR-SIM.
Datasetl Dataset2 Dataset3 Dataset4 Dataset5

Execution time for training | 64.41s 56.53s 232.57s 77.10s 42.84s
EbRS

Average execution time for se-| 0.92s 0.90s 2.04s 2.03s 1.64s

lecting reviews for each product

in EbRS

Execution time for training | 894.01s 24.65s 772.25s 65.93s 48.38s
MEAD-SIM

Average execution time for se-| 392.24s 14.84s 166.20s 24.53s 8.06s

lecting reviews for each product

in MEAD-SIM

Execution time for training TR- | 224.84s 892.07s 682.36s 24532.57s 458.16s
SIM

Average execution time for se-| 392.24s 14.84s 166.20s 24.53s 8.06s

lecting reviews for each product
in TR-SIM

vectors sizes including 50, 100, 150 and 200. We found that a vector size of 50 shows the best
results across all our bve datasets; however, the dilerences are not statistically signibcant. The
second aspect is the weights assigned to attributes for deriving product representation as discussed
in Section 4.2. In order to identify attribute weights, we adopt a bve fold cross validation strategy.
We examine weights within the range of [0,1] for each attribute with an interval of 0.25. The optimal

weights for product attributes were learnt based on this strategy for each dataset separately.

6.3. Evaluation Results

The evaluation results of the baselines in terms of ROUGE-2 precision, recall, and F1-score
metrics are reported in Tables 9 to 12. In this section, we refer to our proposed approach as
Embedding-based Review Selection (EbRS). As mentioned earlier, we tried dilerent variations of
our work, each of which with a unique attribute weighting combination. Boldface numbers reported
in the tables indicate that the improvement shown by EbRS is statistically signibcant based on a
paired t-test with a conbdence interval of 95% against the best performing baseline method.

As shown in Tables 9 to 13, our proposed approach has outperformed the other baselines in
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most cases. The results in Table 9 show that EbRS signibcantly outperformed the other baselines
on the MP3 Player dataset, in terms of ROUGE-2 precision and F1-score metrics. However, the
results in this table show that the improvement shown by EbRS on Dataset 1 in terms of the
recall metric was not signibcantly signibcant although the average performance was higher than
other baselines. Furthermore, the results in Table 10 show that our approach, in terms of the
ROUGE-2 precision metric did not outperform the baselines on the Dataset 2, i.e., cold MP3
Player products. When looking into the specibcs of Dataset 2, we bPnd that this dataset contains
the lowest number of reviews compared to other datasets. As a result, the corpus derived from
this dataset for the purpose of review and attribute-value embedding is rather small. Given our
approach relies on a neural embedding that favors large training data, the lower performance on
precision can be attributed to the quality of the extracted attribute-value embeddings. Having said
that, the proposed method still provided statistically signibcant improvement over the baselines
on recall of both @100 and @200 as well as F-score of @100.

We can see in Table 11 that EbRS signibcantly outperformed other approaches on Dataset 3
relating to Digital Cameras on all metrics. This means that when a larger number of reviews are
available, the proposed method would have an acceptable performance in representing attribute-
values and products and selecting proper reviews for cold products. This is consistent with our
assumption that when a large corpus exists, reviews that are written for a product with a specibc
attribute-value, prepare a proper context for representing that attribute-value. This was also
observed in the results of Dataset 1 for MP3 Player products, which is also a non-cold dataset. In
addition, our approach outperformed the baselines on all metrics for Dataset 4. Comparing Dataset
2 with Dataset 4, we can see that the size of Dataset 4 is larger than Dataset 2 (2,503 reviews
compared to 1,157 reviews). This again conbrms our explanation that our method performs well
when a larger number of reviews exist to learn the attribute-value and review embeddings. We can
also observe from table 13 that EbRS performs more elective than other baselines on the movie
dataset in terms of all metrics.

Having said that we would like to clarify how the size of the dataset impacts the performance
of our proposed approach. The assumption of our work is that there are reviews available for warm
products that will be used to learn representations for attribute-values, which can be used to gener-

ate reviews for cold products. We bnd that our model performs well when there is a larger number
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Table 9: The performance of EbRS in comparison with the baselines on Dataset 1 on MP3 Players. Boldface values

indicate statistical significance.

Precision Recall F-Score

@100 | @200 | @100 | @200 | @100 | @200
EbRS 0.098 | 0.084 | 0.134 | 0.160 | 0.113 | 0.110
Translation[32] 0.060 | 0.054 | 0.108 | 0.153 | 0.077 | 0.079
QL [33] 0.052 | 0.038 | 0.080 | 0.113 | 0.063 | 0.057
MEAD [36] 0.036 | 0.029 | 0.081 | 0.091 | 0.024 | 0.043
MEAD-SIM [36] 0.050 | 0.047 | 0.090 | 0.110 | 0.064 | 0.065
RevSpecGen [32] | 0.063 | 0.055 | 0.100 | 0.138 | 0.077 | 0.078
TR-SIM [24, 22] | 0.055 | 0.046 | 0.095 | 0.115 | 0.069 | 0.065

of reviews for the warm products for learning the attribute-value embedding representations. This
is why our proposed approach is able to signibcantly improve on the baselines in Datasets 1, 3, 4,
and 5 but only partially improve them on Dataset 2, which is smaller in size compared to the four
other datasets.

It is worth exploring the reasons behind why the results on Dataset 5 are not as strong as
the other datasets in general for all of the methods. We bnd that the main reason arises from the
di'erence between the nature of commercial products and movies. First, the movie domain consists
of a wider range of items compared to the e-commerce domain. In other words, the diversity of
movies in a specibc genre is greater than the diversity of products in a specibc category. Second,
while an e-commerce product can be described by its features to a great extent, there are some
implicit factors in each movie that alect the usersO opinions which are not captured in the structured
specibcations of the movie [52]. In other words, it is possible to have movies with similar structured
specibcations towards which users have dilerent opinions. As such transferability of reviews based
on structured specibcations is possible to a lesser extent in the movie domain compared to the

e-commerce domain.

6.4. Impact of Weights

In Section 4.2, we introduced the EbRS strategy for driving product representations. We men-
tioned that we exploit the product attribute-value embeddings to derive a product representation

and explained why we used a weighted strategy over the attribute-value embeddings to build the
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Table 10: The performance of EbRS in comparison with the baselines on Dataset 2 on cold MP3 Players. Boldface

values indicate statistical significance.

Precision Recall F-Score

@100 | @200 | @100 | @200 | @100 | @200
EbRS 0.072 | 0.054 | 0.132 | 0.145 | 0.094 | 0.079
Translation[32] 0.082 | 0.063 | 0.100 | 0.135 | 0.090 | 0.085
QL [33] 0.044 | 0.036 | 0.071 | 0.104 | 0.055 | 0.053
MEAD [36] 0.040 | 0.037 | 0.130 | 0.160 | 0.050 | 0.051
MEAD-SIM [36] 0.050 | 0.047 | 0.090 | 0.100 | 0.064 | 0.064
RevSpecGen [32] | 0.054 | 0.047 | 0.970 | 0.127 | 0.069 | 0.068
TR-SIM [24, 22] 0.059 | 0.036 | 0.095 | 0.116 | 0.072 | 0.054

Table 11: The performance of EbRS in comparison with the baselines on Dataset 3 on Digital Cameras. Boldface

values indicate statistical significance.

Precision Recall F-Score

@100 | @200 | @100 | @200 | @100 | @200
EbRS 0.066 | 0.048 | 0.140 | 0.177 | 0.090 | 0.076
Translation[32] 0.040 | 0.040 | 0.091 | 0.130 | 0.055 | 0.061
QL [33] 0.043 | 0.038 | 0.077 | 0.100 | 0.055 | 0.055
MEAD [36] 0.058 | 0.033 | 0.049 | 0.076 | 0.053 | 0.046
MEAD-SIM [36] 0.052 | 0.047 | 0.110 | 0.150 | 0.072 | 0.071
RevSpecGen [32] | 0.033 | 0.028 | 0.075 | 0.123 | 0.046 | 0.046
TR-SIM [24, 22] | 0.060 | 0.046 | 0.119 | 0.158 | 0.079 | 0.071

Table 12: The performance of EbRS in comparison with the baselines on Dataset 4 on cold Digital Cameras. Boldface

values indicate statistical significance.

Precision Recall F-Score

@100 | @200 | @100 | @200 | @100 | @200
EbRS 0.076 | 0.052 | 0.147 | 0.182 | 0.100 | 0.080
Translation[32] 0.049 | 0.038 | 0.110 | 0.141 | 0.067 | 0.059
QL [33] 0.029 | 0.044 | 0.055 | 0.099 | 0.037 | 0.041
MEAD [36] 0.058 | 0.033 | 0.106 | 0.160 | 0.053 | 0.046
MEAD-SIM [36] 0.059 | 0.050 | 0.120 | 0.150 | 0.079 | 0.075
RevSpecGen [32] | 0.031 | 0.024 | 0.084 | 0.123 | 0.046 | 0.040
TR-SIM [24, 22] 0.059 | 0.050 | 0.120 | 0.157 | 0.079 | 0.075
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Table 13: The performance of EbRS in comparison with the baselines on Dataset 5 on Movies. Boldface values

indicate statistical significance.

Precision Recall F-Score

@100 | @200 | @100 | @200 | @100 | @200
EbRS 0.013 | 0.010 | 0.100 | 0.147 | 0.023 | 0.019
Translation [32] 0.010 | 0.008 | 0.072 | 0.112 | 0.018 | 0.014
QL [33] 0.004 | 0.005 | 0.053 | 0.060 | 0.007 | 0.009
MEAD [36] 0.012 | 0.007 | 0.085 | 0.095 | 0.019 | 0.013
MEAD-SIM [36] 0.011 | 0.008 | 0.092 | 0.116 | 0.020 | 0.014
RevSpecGen [32] | 0.009 | 0.008 | 0.065 | 0.092 | 0.016 | 0.015
TR-SIM [24, 22] 0.012 | 0.008 | 0.091 | 0.115 | 0.021 | 0.015

product representation according to Equation 4.

In this section, we show the impact of considering weights on the performance of EbRS. To do
so, we examine the performance of the proposed method in cases where no weighting scheme is
used. The results of these experiments and the comparison between the weighted version of EbRS
are reported in Table 14. As shown in Table 14, the impact of using weights on improving the
performance of EbRS is signibcant on all bve datasets in terms of our various evaluation metrics.
This is an indication that not all product attributes contribute in the same way to the usersO
perception of a product, and hence, a weighted strategy would allow us to capture the importance
of each attribute for review generation. This leads to more accurately generated reviews for each

product.

6.5. Rating Analysis

In this section, we experiment how the reviews from our method compare to the best baseline
when used to predict product ratings. To do so, we predict the rating of the rating of a product
based on the reviews that are generated by our method and the best baseline and compare it with
the average user rating of the product of interest. For this purpose, we adopt the state of the art
rating prediction architecture based on product reviews that was proposed and successfully used
in the Kaggle Toxic Comment Classibcation competition [41]. This architecture has a combination
of LSTM (long short-term memory) layers and GRU (gated recurrent units) layers. In our exper-

iments, reviews are classibed into bve classes (equivalent to product ratings of 1, 2, 3, 4, 5). The
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Table 14: Impact of weights on the performance of the EbRS.

Dataset 1 Dataset 2 Dataset 3 Dataset 4 Dataset 5

EbRS Performance| @100 | @200 | @100 | @200 | @100 | @200 | @100 | @200 | @100 | @200
(ROUGE-2)

Precision-without 0.066 | 0.063 | 0.065 | 0.050 | 0.034 | 0.039 | 0.047 | 0.041 | 0.006 | 0.006
weights

Precision-weighted | 0.098 | 0.084 | 0.072 | 0.054 | 0.066 | 0.048 | 0.076 | 0.052 | 0.013 | 0.010
Recall-without 0.092 | 0.127 | 0.089 | 0.114 | 0.072 | 0.160 | 0.109 | 0.158 | 0.039 | 0.039
weights

Recall-weighted 0.134 | 0.160 | 0.132 | 0.154 | 0.140 | 0.177 | 0.147 | 0.182 | 0.100 | 0.147
F1-Score-without 0.077 | 0.084 | 0.075 | 0.070 | 0.046 | 0.063 | 0.066 | 0.065 | 0.010 | 0.010

weights
F1-Score-weighted | 0.113 | 0.110 | 0.094 | 0.079 | 0.090 | 0.076 | 0.100 | 0.080 | 0.023 | 0.019

predicted ratings of reviews are compared with the average actual ratings of product given by the
users. We estimate the electiveness of our model against the best baseline in terms of the Root
Mean Square Error (RMSE) metric. Formally,

| E—
(p)! Pest (rp B Dp)2
‘Ptest‘

where r,, and B, represents the average of the actual ratings of producp and the predicted

RMSE = (13)

rating based on the generated review for that product, respectively; andP,;.;; denotes the set of
test products. The lower the RMSE values is, the better the quality of rating prediction would be.
The performance of our proposed method compared to the best baseline, i.e., Translation [32]
(determined according to the performance of the baselines reported in Section 6.3) is shown in Table
15 based on a bve fold cross validation strategy. We observe that our proposed model outperforms
the baseline on all datasets, except on Dataset 2. This observation is consistent with the observed
results of the ROUGE metrics in Section 6.4. We discussed there that due to the small size of
Dataset 2, the neural embedding method has lower performance compared to its performance on
the other datasets. However, our model outperforms the baselines on the other four datasets in
terms of RMSE metric. This clearly indicates that higher quality reviews lead to a more accurate

prediction of the product rating and therefore can have practical application not only to bootstrap
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Table 15: Comparison of the performance of EbRS and translation models in terms of RMSE metric.

Dataset 1 Dataset 2 Dataset 3 Dataset 4 Dataset 5

@100 | @200 | @100 | @200 | @100 | @200 | @100 | @200 | @100 | @200
EbRS 1.03 1.02 1.05 1.08 0.77 0.77 0.87 0.73 1.26 1.32
Translation [32] 1.22 1.09 0.88 0.93 1.0 1.16 1.16 0.97 1.28 1.35

products with initial reviews but also for proactively predicting possible product ratings based on

the generated reviews.

6.6. Discussions and Qualitative Analysis

In this section, we show a qualitative comparison between our proposed approach and the
baseline methods by investigating sample selected reviews from EbRS, translation, MEAD-SIM
and TR-SIM approaches. We choose MEAD-SIM, TR-SIM and translation approaches because
they have better results in our experiments compared to the other baselines. We discuss how and
why the selected reviews are appropriate and where they diler from the actual reviews. We base
our discussions in this section on Table 16, which shows the outputs generated for an MP3 player
in Dataset 1, namely OApple iPod (30GB, video)O, which is a cold product in our experiments.

According to the review written by the CNET editor on this product, there are some negative
points for this product as follows: No eztras included, such as a dock, A/V cables, or a power
adapter; poor battery life for video; By looking at the customer reviews, we can see that these
features are discussed in the majority of customer reviews as well. When looking at the EbRS
selected reviews for this product, we can see that these points are covered in the top selected
sentences. Another interesting observation is that the semantics of the retrieved reviews is aligned
with the actual review of the editor. For instance, EbRS sentence:l do, 2 hours of battery life
with video playback is terrible. matches with this actual review: TWO HOUR BATTERY LIFE!!!.
Another example of this matching is seen in this selected review by EbRSapple quality, itunes,
slim design, good screen specs for it’s size and its resemblence to the actual review:use of dials
slim design are excellent!

Another interesting observation about EbRS being successful in capturing the semantics of
product reviews can be seen in the second review selected by EbRS, i.@gor video playback

battery life, no div x support, video out only through dock. ‘so far, we don’t see any immediate
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Table 16: Reviews selected by EbRS, Translation , MEAD-SIM and TR-SIM approaches for the ‘Apple iPod (30GB,

video)’ product.

EbRS

Translation [32]

MEAD-SIM [36]

TR-SIM [24, 22]

A good player but ev-

eryone else did it 6+

months ago. apple qual-
ity, itunes, slim design,

good screen specs for itd
size

Poor video playback bat-

tery life, no div x sup-

port, video out only
through dock. Oso far,
we donOt see any immedi
ate weaknesses with the
new apple ipodO - james
kim

2 hours of battery life

with video playback is

terrible.

With itunes now going

to have desperate house
wives etc.

The ipod video canOt be
seen as merely meant
for music video clips, so
thereOs no excuse for th
poor battery life.

This player is debnitely

not for long trips - es-

pecially since thereOs stil
no removable battery.
An fm tuner is still not

present. and tv out only
through the dock is a
downer. However the ul-
tra slim design is impres-
sive and itunes video is

sure to make this a hit

with the less Otech savvy.

It does not show all
rectangular shaped
album artwork!

Best chunk of alu-
sminum | ever had
the fortune to buy.
Reply this 5th re-
vision of the ipod
brought video to the
mix. design small,
- sleek design

A plethora of fea-
tures, including ra-
dio and video camera
excellent sound qual-
ity.

Click wheel is very

responsive and
doesnOt freeze rd
tains cover Row

view and shake fea-
ture from previous
generations.
e Good battery life,
camera doesnOt hawv
good quality, and the
lens is in a very awk-
ward place.
Camera canOt take
photos capacity is
still stuck at either 8
gb or 16 gb this is by
far my favorite nan(;‘E

yet.

Actual owner of ipod
touch 4g.

The display is bril-
liant, the speed of
the processor amaz-
ing, video quality is
very much enjoyable
and the rear camera
is excellent for taking
quick fun shots.
Internet browsing
loads super fast. No
in-line  microphone
on the earbuds.
Dock

doesnOt sit Rush with

connector

the device.
Speaker gets blocked

- easily alright, so best
buy got the 8gb ipod
touch 4g in stock so |
drove an hour to go
get on.

not

I was disap-

e pointed.

I will run through the
features.

| have come across sd
far.
Body: aside from
moving the sleep but-

ton to the right and

5making the back of

the device slimmer
and more Rat, not

much has change.

Actual owner of ipod
touch 4g.

The display is bril-
liant, the speed of
the processor amaz-
ing, video quality is
very much enjoyable
and the rear camera
is excellent for taking
quick fun shots.
Internet browsing
loads super fast. No
in-line  microphone
on the earbuds.
Dock

doesnOt sit Rush with

connector

the device.

Speaker gets blocked
easily alright, so best
buy got the 8gb ipod
touch 4g in stock so |
drove an hour to go
get on.
| was not disap-
pointed.

| will run through the
features.

| have come across sq
far.
Body: aside from
moving the sleep but-
ton to the right and
making the back of
the device slimmer
and more [at, not

much has change.




weaknesses with the new apple ipod’ - james kim. The reviewer quotes a sentence from James Kim
who had originally introduced the product. The reviewer intends to convey that although James
Kim claims that the product has no weaknesses, it has weaknesses such as poor video playback and
battery life. In other words, despite the positive words in the Pnal sentence, we can understand
that the whole review stands on negative ground. EbRS is able to capture the semantics of this
review and appropriately select and retrieve it.
Regarding the output of the translation model, we can observe that several features are men-
tioned in the selected sentences, such as Ovideo®, Odesign small®, Osleek designd, OradioO, Osound que
ityO, Oclick wheelO, ORow viewO, Obattery life®, Ocamera quality®, and Olens placed. However, in severe
cases, the mentioned feature is not described correctly in the selected sentences. For example, while
the feature Obattery life is an important feature in the actual reviews, it appears as the sixth sen-
tence retrieved by the translation model (Ogood battery life, camera doesnOt have good quality, and
the lens is in a very awkward place.O) and consists of a review for this product that does not seem
to be the representative of what the users thought about this product in general. Moreover, we can
see the second sentence of the translation model tells us about the overall quality of the product
which is not consistent with the actual evaluation by the users. Both MEAD-SIM and TR-SIM
work based on the centrality of sentences. While MEAD-SIM uses the centroid score and TR-SIM
exploits the PageRank score, the outputs of these approaches are very similar. We can see that for
the mentioned product, the top brst sentences are the same. MEAD-SIM and TR-SIM have similar
problems to the translation model since these approaches rely on matching syntactical words of
the product specibcations. We can see several attributes detected by MEAD-SIM and TR-SIM in
the prst sentences such as OprocessorQ, Orear camera0, OdisplayO, Ovideo quality®, Omicrophoned, Od
connectorO and OspeakerQ. However, the sentences selected by MEAD-SIM for describing these at-
tributes of the product are inconsistent with the actual reviews. Moreover, some of the sentences
include attributes that are not considered to be important from the usersO perspective, such as the
one focusing on the Orear cameraQ attribute that has not actually been mentioned by the users in
their reviews for this product. This is despite the fact that MEAD-SIM and TR-SIM have not
retrieved reviews for more important features such as Obattery lifeO.
We Pnd that this shortcoming could be because the products in the top sentences of MEAD-

SIM, TR-SIM and translation include products whose quality, such as battery life, and sound
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guality is not close to that of the product of interest. For example, the translation model retrieved
some irrelevant sentences for the mentioned cold product, which were selected from reviews of
products that are in the same family but have dilerent ratings from the users. For instance,
OApple iPod Touch (second generation, 16GB)O with an overall rating of 8.5 and OApple iPod Classic
(160GB)O with an overall rating of 6.4 are two products selected by the translation model that have
completely dilerent reviews compared to the cold product of interest. As another example, TR-
SIM selects the same sentences for two products OApple iPod Touch (Prst generation, 8GB)O with
an average rating of 8.3 and OApple iPod Shu#e (third generation, 4GB)O with an average score
of 4.1. Another limitation of the MEAD-SIM, the TR-SIM and EbRS approaches is that they
select the exact same review sentences for products with similar specibcations. These duplications
happen because these approaches are heavily focused on the specibcations of the products. As
a result, when the similarity of the structured specibcation is high, the selected reviews for the
products tend to become more similar. However, there is an important dilerence between EbRS
and MEAD-SIM/TR-SIM. MEAD-SIM and TR-SIM compute this similarity syntactically while

EbRS computes this similarity semantically. In other words, the similarity metric in MEAD-SIM

and TR-SIM relies on the common words between words specibcations, while similarity in EbRS

is debPned on the basis of the similarity of the semantic representations of the attribute-values. As

a result, MEAD-SIM and TR-SIM are weaker than EbRS in distinguishing two products that are
highly similar in their attribute-value words, while dilerent in their reviews. For instance, let us
consider the two products and their attributes in Table 17.

Consider the values in the attributes OManufacturer®, OProduct type®, OBattery®, and OFlash
memory installed® irP1 and P2. Since there are several common words between these values, the
similarity computed by the MEAD-SIM approach is high. Consequently, based on the transitive
property of the similarity metric, these two products would have many similar products in the
training set. As a result, common sentences would be selected by the MEAD-SIM approach for
P1 and P2. However, EbRS takes every distinct attribute-value pair as a unique item that needs
to be embedded. As a result, EbRS does not consider the mentioned attributes OBatteryO, and
OFlash MemoryQ as similar attributes, solely because they have several common words in them (64
gb integrated vs 4 gb integrated). Consequently, the selected reviews for these products by EbRS

will not be the same, unlike MEAD-SIM. Let us consider the actual reviews forP 1 and P 2 written
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Table 17: Two sample products considered to be similar by MEAD-SIM and TR-SIM.

Product Manufacturer | Product | Flash Mem- | Digital Battery Overall
name Type ory Storage Rating
Product 1 | Apple iPod | Apple Digital 64 gb inte- | Digital lithium ion | 6.9
(P1) Touch (third player grated storage | recharge-
generation, able player
64GB) battery
integrated
Product 2 | Apple iPod | Apple Digital 4 gb inte- | none lithium 4.1
(P2) Shu#e player grated polymer
(third  gen- recharge-
eration, able player
4GB) battery
integrated

by an expert reviewer called Donald Bell:

P1: The third generation of Apple’s iPod Touch is still the king of the hill when it comes to
portable, Wi-Fi-wielding media players. New additions such as Voice Control, graphics enhance-
ments, improved accessibility, higher capacity, and a faster processor help to refine an already
excellent product. The video cameras found on the iPhone 3GS and iPod Nano remain conspic-
uwously absent. The lack of refinements to its audio quality, hardware design, and video playback
leave us feeling just a little uninspired. Though the updates are subtle, the third-generation iPod
Touch leaves its competitors in the dust.

P2: The third-generation Apple iPod Shuffle is as light as a feather and as small as a paper
clip, and it includes VoiceOuver cues, and improved support for podcasts and audiobooks. You need
to operate the Shuffle using a pill-size remote control on your headphones, battery life isn’t great,
features are few, and the design is a bit boring. The third-generation iPod Shuffle is the next best
thing to an invisible MP3 player, but the quirky controls and microscopic design make it a limited
recommendation.

These reviews represent the perspective of an expert user. Ideally a review generation method
should generate reviews that are similar to them. We also report the reviews from our proposed

approach, EbRS:
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P1: Amazing, perfect, everyone loves it. Large touch screen, flawless design (hardware and
software), app store, wifi, youtube, movies, perfect function, motion. Scratch magnet back, battery
is not the greatest, umm... can’t think of much else. I got this from costco a few weeks ago as they
only had the 32gb one in stock, and now I'm glad I put in the extra cash for the extra space.

P2: pretty good player for a decent price. screen protection, radio, voice recorder, scroll wheel,
build. non-customizable interface. My cousin just threw the black fuze over to me after getting an
ipod and I honestly don’t know why he would do that since this is more capable than an ipod. I
really like the build of it, how it has a nice shiny but not reflective face and a brushed metal back,
it feels sturdy. I also loved the scroll wheel. I just like the sound of the wheel when it turns for
some reason and there’s a nice ring of light around it. Sony is a genius sound quality, earbuds,
interface, battery life, pricing, pretty thin,

In contrast, MEAD-SIM generates the exact same review for both products as follows:

P1 and P2: Actual owner of ipod touch 4g, display is brilliant, speed of the processor amazing,
video quality is very much enjoyable, rear camera is excellent, internet browsing loads super fast,
no in-line microphone on the earbuds, dock connector doesn’t sit flush with the device, speaker gets
blocked easily. Alright, so best buy got the 8gb ipod touch 4g in stock so I drove an hour to go get
on. I was not disappointed. I will run through the features I have come across so far. Body: aside
from moving the sleep button to the right and making the back of the device slimmer and more flat,
not much has change yes, the chrome back is still there it was so pretty for the first 30 second ram:
the ram on the ipod touch is only 256 mb, so do not believe the talk of 512 mb, it is simply not
true. wireless: fully supports.

In practice and when comparing MEAD-SIM and EbRS, we observe that MEAD-SIM returns
the same sentences fdP 1 and P 2, while EbRS returns di'erent reviews consistent with the product
quality primarily because EbRS is able to embed and capture the semantics of product attributes

in contrast to MEAD-SIM which only relies on term matching over product attributes.

7. Concluding Remarks

In this paper, we have focused on generating reviews for cold products by selectively sampling
relevant reviews from warm products. The innovative aspect of our work is that we learn neural

representations for product attribute-values and reviews within the same embedding space. We
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Table 18: The summary of comparison between main review generation methods.

Speed Cohesion Semantic- Precision Recall Multiple fea-
enabled tures overlay
EbRS very high high high medium medium | medium
Translation | low medium medium low low high
MEAD- high medium medium low low high
SIM
TR-SIM high medium medium low low high

then rely on the compositionality and geometric properties of neural embeddings to learn repre-
sentations for actual products that are composed of individual attribute-values. Given products
and reviews are embedded in the same representation space in our work, we select reviews that
are most related to the cold product of interest when generating reviews. We have benchmarked
our proposed approach against several strong baselines based on products from the CNET.com
website. We Pnd that our method is able to show improved performance compared to the baselines

in terms of ROUGE-2 metrics, especially when the size of the warm product corpus is large. We

have summarized our observations in Table 18.

There are areas where our work could be improved, which we are interested in exploring as a

part of our future work:

1. Our proposed method is dependent on the availability of a sizeable amount of reviews for
warm products that can be then transferred onto the cold products. In other words, while it
does not require any reviews for the cold products, it does expect reviews for warm products.
This could be considered to be a limitation for domains which are considered low resourced

domains, e.g., languages that do not have much content related to product reviews. We are

interested in exploring how reviews can be generated based on sequence models.

2. Similar to most other baselines, our model relies on product attributes to associate products to
reviews. This will work very well for domains where product attributes are properly debned
and accessible. However, for some other platforms, which consist of mostly unstructured
product content, such as craigslist, this would be seen as a limitation. We are interested

in exploring whether product images could be used as a complement or replacement for the

need to have well-debPned product attributes.
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3. In our work, we do not consider user-product or user-review associations. Such informa-
tion could potentially improve the review selection process as issues of user reliability and
trustworthiness could be taken into consideration.

4. Finally, like most research work in this area, the motivation for this paper has been to generate
reviews for cold products with the hopes of attracting more attention to them within the
ecommerce platform. Increasing the likelihood of product views through the availability of
reviews increases the chances of the product being purchased by the users. Such a strategy
can lead to benebpits for sellers. However, this paper does not explore the impact of such review
generation process on the buyers. While we can speculate that accurate reviews will be helpful
to users for predicting the quality of products, the quantibable impact is not measured in
this work. As future work, We are interested in running an empirical study, which would
measure the impact of product review generation on customer satisfaction under controlled

settings.
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